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1 Introduction

Feature selection (FS) plays a critical role in classical machine learning models by mitigating the curse of dimensionality,
reducing training times, and alleviating feature redundancy, thereby substantially enhancing predictive performance [1-
3]. The evolution of FS methodologies has progressed from early heuristic and statistical screening techniques to the
development of sophisticated approaches that incorporate filter-based [4-6], wrapper-based [7, 8], and embedded
strategies [9-11] tailored to manage increasingly complex data environments. Concurrently, the rapid advancement of
modern artificial intelligence has broadened the application domain of FS to encompass challenging tasks such as data
pattern discovery [12], biomarker identification [13], and the construction of Al-driven data pipelines (Al4data) [14]. In
the context of emerging demands in multi-modal data processing and real-time big data analytics, integrating efficient
and intelligent feature selection is increasingly recognized as a pivotal element in enhancing data quality and advancing

data-centric paradigms[15].
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Fig. 1. Comparison between HRLFS with other feature selection approaches.

Among the various feature selection methodologies, reinforcement learning (RL)-based strategies [16] have received
significant attention due to their ability to optimize feature subsets in an objective-directed manner with iterative
feature subspace exploration. Despite these advances, RL-based feature selection methods encounter notable challenges
when handling complex datasets. This difficulty primarily stems from the limited capability of a single-agent-all-feature
framework [16]. Current RL-based research has made some progress in addressing the complexity of datasets. An
insightful approach [17] involves adopting a multi-agent reinforcement learning [18] (MARL) architecture for feature
sub-space exploration. However, the limitation of the one-agent-per-feature system becomes evident, as it necessitates
an excessive number of agents when processing high-dimensional datasets.

In summary, as depicted in Figure 1(a), classic FS methods perform feature selection through a single decision, which
is efficient but analyses the nature of the features inadequately, resulting in lower performance. Present RL-based

Methods as depicted in Figure 1(b). Those methods of subspace exploration come from wrapper feature selection ideas
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and have powerful feature selection capabilities. Still, they also have the inherent drawbacks of wrapper methods, i.e.,
they have O(N) time complexity and require a lot of time when dealing with large datasets. To mitigate the challenge
of managing an overwhelming number of agents, group-based [19] and interaction-wise [20] agent architectures
have been proposed as promising solutions. Nevertheless, these approaches rely solely on superficial mathematical
characteristics (e.g., standard variance of features) to organize features, resulting in inaccuracies due to neglecting
semantic and contextual feature relationships [21, 22].

Those observations motivate us to develop novel hierarchical reinforcement learning-based architectures for feature
sub-space exploration. The core concept of this research is that when a feature (e.g., age) is irrelevant to a task, its
semantically equivalent feature (e.g., birthdate) may also be irrelevant. Additionally, two features exhibiting similar
numerical patterns (e.g., highly related biological signals) could be redundant, necessitating fine-grained differentiation.
Addressing both challenges demands an in-depth comprehension of feature traits and an innovative design of RL agent
architecture.

As depicted in Figure 1(c), our solution builds hierarchical agents to make decisions on feature subspace exploration
tasks, reducing the average decision time complexity to O(log N) while maintaining high performance. The core
idea can be divided into three stages: (Comprehend) Our primary innovation lies in integrating Large Language
Models to comprehend the semantic meanings of feature metadata, coupled with Gaussian Mixture Models (GMM) to
capture the mathematical characteristics of the features. (Divide) Building upon these enhanced feature representations,
we employ a clustering mechanism that groups similar features. (Conquer) Utilizing these clusters, we construct
a multi-agent hierarchical reinforcement learning framework that mirrors the natural organization of the feature
space. This hierarchical structure strategically divided decision-making responsibilities to cluster-specific agents and
adaptively reduced the required activated agents, significantly reducing computational overhead and accelerating the

exploration process. Our contributions can be summarized as:

e Comprehensive Feature Understanding. We harness the Large Language Models and Statistical Differential to
extract meaningful information from dataset metadata and their mathematical characteristics, thereby enabling
a deeper understanding of feature relationships beyond numerical statistics.

¢ Beyond One-agent-one-feature Architecture. The clustered features are managed through a hierarchical
multi-agent reinforcement learning architecture, which reduces the total number of activated agents, enhances
computational efficiency, and improves the feature selection process.

e Theoretical and Empirical Efficiency. We rigorously demonstrate the efficiency and effectiveness of our
method from both theoretical and experimental perspectives, showing its superior predictive performance and

computational scalability compared to existing feature selection approaches.

2 Important Definitions

Feature Selection. Given the dataset D = {X € R™*" y € R™¥1 F} where X and y are the features and labels,
respectively. m and n is the number of samples and features. We use a finite set F = {fi, f, ..., fu} to indicate the feature
column included in dataset D, where f; is the i — th column of X. The goal of feature selection is to find the optimal

feature subset F* C F to enhance model performance while maintaining computational efficiency.

Combine Feature Selection with RL. In this paper, we frame the decision process of the feature selection method
as a Markov Decision Process (MDP) [23]. Specifically, s; represents the state of the selected feature F; at time step
t. The agent(s), with policy function(s), z(-), will select or drop each feature with an action a; € {0, 1}", where each
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action component corresponds to including (1) or excluding (0) a specific feature. With the action a;, we could build
a subset of the feature F;.1 and extract its related new state s;1. We can also evaluate the selection and obtain the
reward r;. With the collection of memory m; = (s, at, st+1, '+), we could optimize the policy function(s) 7 (-) toward

reinforcement learning and finally obtain the optimal selection F*.

3 Methodology
3.1 Overview of HRLFS

HRLEFS is a highly effective RL-based feature subspace exploration method that adopts a comprehend-divide-and-
conquer paradigm. HRLFS will first extract the hybrid state of each feature, cluster each feature, and then initialize
the hierarchical agent architecture. By using the state of each feature, the hierarchical agents will explore the feature
combination and optimize its selection policy. After that, HRLFS will output the final optimal selection to enhance the

downstream machine-learning task.

3.2 Hybrid Feature State Extraction

As illustrated in Figure 2, we develop a hybrid-faceted feature state extraction method to help both the clustering

component and each RL agent comprehend the given dataset.

Feature Metadat f Hybrid Feature,
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Fig. 2. Hybrid feature state extraction.

Leveraging Feature Distribution. We first consider the mathematical characteristics of each feature. To achieve
that, we model each feature f using a Gaussian Mixture Model with k Gaussian component to accurately capture the
distribution of the feature values. The probability density function (pdf) of the feature f is defined as:

k k

P(f10) = )" ziN;i (f | i o) , where >z = 1. (1)

i=1 i=1
Here, N;(f | pi, 0i) denote the i-th Gaussian distribution, z; is a non-negative constant that controls the weight of each
component. 0 = (21, ..., Zg, fi1, ---» Hi> 01, --» O ) are the overall parameters of the GMM model. We then use the following

log-likelihood function to maximize the likelihood between PDF to real distribution of F, given as:

k
(©]F)= ) In (Z ziN (f | i al->), (@)

feF i=1
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where © = {0;}]_, denotes all the parameters for n features. By that, we apply the expectation maximization (EM)
algorithm to optimize the loss function and obtain the final parameter 6 as the distribution state of the feature f;.

Leveraging Feature Metadata. Another key source to address feature state inaccuracy is to obtain semantic information
from feature descriptions (i.e., metadata). We employ a straightforward but efficient approach: input the feature name-
description pair into a large language model and subsequently utilize PCA [24] for dimensionality reduction to align
with the Gaussian component number k. This process results in sentence embeddings that serve as the semantic feature
state. For incomplete datasets, we use the following prompt to generate its feature description. As shown in the figure 3,
we feed the description of the dataset, the available feature names and their descriptions, and the names of the features

without descriptions to the large language model to complete the missing feature description. Further, we use an all-zero

Prompt: I will provide a dataset description along with examples of features and their
descriptions. Please interpret the other features that do not have descriptions.
Dataset description: This dataset represents ...

Examples: word freq WORD = percentage of words in the e-mail that match WORD, i.e. 100 *

(number of times the WORD appears in the e-mail) / total number of words in e-mail...
v

[feature name]
Ve

using the following format:
[feature name]: [DESCRIPTION HERE]

Fig. 3. The prompt to generate feature description using dataset metadata.

embedding as its semantic feature state for the dataset with both no dataset description and feature description (e.g., a
synthetic dataset). By that, we can obtain the semantic state e; € R¥ for each feature f;.

Finally, we concatenate the distribution and semantic states to generate the hybrid state, given as h; = ¢; ® ;.

3.3 Divide-and-Conquer Agent Architecture

We then introduce how we build the agent hierarchy (divide) and organize the agent decision (conquer) to overcome

the challenge of the dataset complexity.

e e e e o = o

() €n 9;
Hybrid Feature Clusterin A- -t ; = 'h‘
State 9 gent Hierarchy

Fig. 4. Construction of agent hierarchy by incremental clustering.

3.3.1 Agent Hierarchy Construction. As illustrated in Figure 4, we propose H-clustering algorithm that aggregates the
features by the similarity of their hybrid state and uses this group information to build the hierarchy of the agents.
Specifically, we employ an incremental clustering algorithm to merge two clusters that cause the smallest increase
in variance [25]. Algorithm 1 illustrates that starting with all feature states H = {h;}]_,, where every feature initially
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forms a cluster, and new clusters are sequentially merged through similarity grouping until just one remaining cluster
is achieved. We then derive the cluster set Cagent Where each cluster C; € Cagnet signifies an Agent A;. Inclusion
relationships establish the agents’ hierarchy; a lower-level agent A; is part of a higher-level agent A; if C; C C; (with

two lower-level agents combining to form a higher-level agent).

Algorithm 1 Agent Hierarchy Construction

Input: Feature number n, feature embeddings H = {h, ..., by}
Output: A set of clusters Cagent
1: # Initialize each feature as a cluster.
: Ci — {fi}
C «— {C1,...Cn}
: Cagent — {}
: while |C| > 1do
# Calculate the distance between each two clusters by Ward’s method.

GG 7 72 :
7. dij = m”hci — hejll, where | - | represents the number of items

and h_a E is the mean vector of each feature’s state within C; and C;.
8:  # Find the two most similar clusters. Then aggregate them into new cluster.
90 Cpew «— CqUCy
10:  #add Cpew to C and Cagent.
1: C«C\Cq
12: C«—C \ Cb
132 C «— CU{Cpew}
14: Cagent — Cagent U {Chew}
15: end while

AN L

Hierarchical Agent for Cluster-specific Decision. As shown in Figure 5, agents work together to make decisions
across various granular levels within a hierarchical framework, extending from higher to lower-level agents. Each agent
shares states and rewards while developing policies. The leaf nodes of the tree correspond to individual features and
are responsible for making fine-grained decisions on whether to select or discard each specific feature. In contrast, the
internal (non-leaf) nodes represent higher-level feature clusters and make broader decisions by partitioning the feature
space, determining whether entire groups of features—represented by their respective subtrees—should be further

considered or pruned from the selection process.

¢ Action: At the t-th iteration, the action ai associated with the i-th agent (corresponding to a node in the tree) is a
binary choice: ai € select, drop. If an agent (tree node) chooses the ’select’ action, it recursively delegates the feature
selection task to its child nodes (i.e., the subtrees rooted at its children are further explored). Conversely, if the ’drop’
action is selected by a node, the entire subtree rooted at this node becomes inactive, and none of its descendant agents
(or their associated feature clusters) are activated. In this way, a *drop’ action at any internal node results in a pruning

of the corresponding subtree from the selection process.

¢ State The state for each agent is a vectorized representation derived from the selected feature subset. We adopt the hy-

brid feature state as the state representation for each agent. We first acquire the parameter 9; = {zi, cee z;;, ,ui, cee p;;, ai, e

from GMM for the feature f;. Due to the z adjustment of the weight of each Gaussian component, we weighted-sum
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each p and o toward corresponding z to form a state vector s;, formally:
si :ei@ZZ;*(‘u;@O'}), (3)
=1
To obtain the state of step t, we concatenate all feature states to form a fixed-size vector s; € R (k+2),

st =P @e(f) 1) “@
i=1

where 1;(-) is an indicator function denoting that the feature f; is selected or not in step ¢. If f; is not chosen, the

function yields 0; if selected, it yields 1.

¢ Policy The agent’s policy network is a feed-forward neural network with a binary classification head. Formally, for

feature f;, its action in ¢-th iteration is then derived by ai = mi(st—1).

¢ Reward As illustrated in Figure 5, we design the reward function regarding downstream task performance and

quantity suppression of the selected feature numbers.

* Performance: the first aspect of the reward function evaluates performance through downstream tasks, such as
classification and regression. We train a downstream task model using a selected feature subset and define rf using the
model evaluation metrics.

* Quantity Suppression: The second perspective focuses on ensuring a compact number of features through:

rq= |F|_|Ft| (5)
L IFI+ A |F
where F is the entire feature set, F; is the selected feature subset in step-t, A is a hyperparameter, and | - | denoted the
size of given set. As A increases, the penalty for keeping too many features (large |#;|) becomes more severe, thus
encouraging more substantial gene reduction. Conversely, a lower value of A relaxes the penalty against the size of |77/,
suitable when minimal reduction is sufficient. This metric ensures that the selection process strategically reduces the
number of features.

* Reward Assignment: Then we combine two perspectives and obtain the reward in step-t:
rtza-rf+(l—a)-r?, 6)

where r; is the total reward in this step. « is a hyperparameter to adjust the weight of two perspectives. After obtaining

the reward, the framework will assign the reward equally to each activated agent.

3.4 Exploration and Opitmization

Figure 5 demonstrates our approach of using hierarchical reinforced iteration to discover the best subsets of characteris-

tics, partitioning model training into two distinct phases: exploration and optimization.

Exploration Phase. In the exploration phase, hierarchical agents randomly explore the feature subspace. They take
the current state s; as input and select or drop features hierarchically, constructing a new set of selected features. The
reward r; and the next state s;41 are computed from the newly selected features subset. Each agent ‘A; taking action a;

in this step stores the experience m; = {s;, as, r¢, st+1} in its memory M;.

Optimization Phase. Agents will autonomously train their individual policies through the memory mini-batches
obtained from prioritized experience replay [26]. We refined the policy utilizing the Actor-Critic approach [27], where
Manuscript submitted to ACM
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Fig. 5. Detail of the iteration and optimization with the hierarchical agents.

the policy network 7(-) assumes the role of the actor, while V(-) serves as its associated critic. The optimization

objective for agent A; is defined by the expected cumulative reward, expressed as:

T
Z Ytrt], (7)

t=0

mI?X]Em[Ng;

where B refers to the distribution of experiences within the prioritized replay buffer, y is the discount factor, and
T denotes the time horizon of an episode. Additionally, we incorporate the Q-function, Q(s, a), which signifies the

expected return for taking action a in state s and adhering to policy 7 subsequently:

Q(s,a) =E

r+ymaxQ(s’,a’) | s, a] . (8)
e
The training adjustments for the actor networks are determined by the policy gradient [28] defined as
VoJ(m) = Em,~g [Volog m(atls:)Alst, ar)] . )

Here, A(s,a) = Q(s, a) — V(s) is the advantage function, which aids in the gradient estimation for policy improvement.

Analysis of the Advancement of HRL. The hierarchical agent structure activates fewer agents in each step, leading
to superior performance in the iteration. The single-agent approach uses one agent to make N decisions on N features.
Meanwhile, the multi-agent approach uses N agents to make N decisions on N features, and the time complexity of
both approaches is O(N). In contrast, we apply a hierarchical structure, which reduces the number of activated agents
making decisions, totally using 2N — 1 agents to make log(N) decisions on N features, with time complexity O (log(N)).

In the following section, we will provide detailed proof of the time complexity advantage.

3.5 The Proof of Time Complexity of Comprehend-Divide-and-Conquer Solution

In this section, we provide formal proofs of the time complexity of the comprehend-divide-and-conquer feature selection
solution, analyzing the best, worst, and average cases. Consider an architecture with N agents organized as a complete

binary tree, where each non-leaf agent delegates decision-making to its children with probability p.
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THEOREM 3.1 (BEST-CASE TIME COMPLEXITY). The best-case time complexity satisfies O(1).

Proor. The best-case scenario occurs when the root agent terminates the decision process immediately without

delegating to its children. This requires only a constant number of operations at the root node:

Thest(N) =1 (10)

where c1 is a constant. Therefore,
Tbest(N) € 0(1) (11)
]

THEOREM 3.2 (WORST-CASE TIME COMPLEXITY). The worst-case time complexity satisfies O(N).

Proor. The worst-case scenario occurs when every agent recursively delegates decisions to its children until the leaf

nodes are reached, thus activating all N nodes in the tree. For a complete binary tree with N = 2 — 1 nodes (height h),

Tworst(N) = th 2k =2h_1=N. (12)
k=0
Therefore,
Tworst(N) € O(N). (13)
O

THEOREM 3.3 (AVERAGE-CASE TIME COMPLEXITY). Under the assumptions below, the average-case time complexity
satisfies O(log N) when p = 1/2.

AssuMPTION 1 (BALANCED TREE STRUCTURE). The hierarchical architecture is a perfect binary tree with:

e N=2mh_1 nodes, where h is the tree height;
o All leaf nodes at the same depth level;
o Each non-leaf node has exactly two subtrees of size | N/2].

ASSUMPTION 2 (INDEPENDENT DELEGATION). Each non-leaf agent independently delegates decision-making to its

children with probability p, where
pe[0,1]. (14)

Let E(N) denote the expected number of active agents in such a tree. We formalize the analysis as follows:

LEMMA 3.4 (EXPECTATION DECOMPOSITION). For N > 1, the expected number of active agents satisfies

1)

g

E(N)=(1-p)-1+p-

1+E(

with boundary condition E(1) = 1.
ProoF. By the law of total expectation:
E(N) = E[Nodes | root terminates] - (1 — p) (16)
+ E[Nodes | root delegates] - p. (17)

Specifically:
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e If the root terminates: E[Nodes] = 1;
e If the root delegates: E[Nodes] =1 +E ([%J) +E ([%])

For a perfect binary tree, [%J = {%] = % when N = 2" — 1, 5o the recurrence simplifies to

E(N) = 1+2pE(N/2). (18)

THEOREM 3.5 (CLOSED-FORM SoLUTION). For N = 2h — 1, the recurrence resolves to

(zp)log2 (N+1) _ 1

E = 1
)= (19)
In particular, when p = 1/2,
E(N) =2log,(N +1) + O(1). (20)
Proor. Unrolling the recurrence for N = 2h — 1.
E(N) =1+2pE(N/2)
=1+2p[1+2pE(N/4)]
h-1
= > @)k + (2p)"E(D)
=0 (21)
_ep) -1 h
= =1 +(2p)"-1
~ (2p)h+1 -1
To2p-1
Substituting h = log, (N + 1) yields:
(2p)l°g2(N+1) -1
E = — 22
)= (22)
Forp=1/2,2p =1, so:
E(N) =logy(N+1) +1=2logy,(N +1) + O(1). (23)
O
Therefore, the average-case time complexity satisfies:
Tavg(N) € O(log N). (24)

4 Experimental Settings
4.1 Dataset Description

We conducted experiments on 21 datasets, which are available for public use from the Feature Selection Bench-
mark [29],the National Center for Biotechnology Information (NCBI) ’s Gene Expression Omnibus (GEO) [30],UCI [31],
Kaggle [32], OpenML [33], libSVM [34], etc. These datasets vary among three tasks (classification, multi-label classifica-
tion, and regression), sample sizes, and number of feature samples. The datasets come from various fields, including
biology, finance, and synthetic data. The datasets contain different sample sizes from 253 to 83773. These datasets
include a wide range of feature number, from 21 to 20670. To avoid overfitting, we followed existing research [12] for
Manuscript submitted to ACM
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splitting the datasets into training and validation folds. Specifically, we preserved 20% of the samples for validating the
efficiency and capabilities of the selected feature. Dataset descriptions, including the number of samples, features, and

task type, are listed in Table 1.

4.2 Evaluation Metrics

We used F1-Score (Micro-F1), accuracy, and recall to evaluate the performance of classification tasks (multi-classification
tasks). For regression tasks, we utilized the 1-Relative Absolute Error (1-RAE) from studies [35, 36] to evaluate the

performance. The higher values indicate better performance for all metrics.

4.3 Baseline Algorithms

We conducted a comparison with 8 methods, encompassing both classical and recent approaches. The baseline methods
include: KBest [37] selects the K-best features based on statistical measure. MCDM [38] uses predefined rankers to
assign scores to features and select them accordingly. LASSONet [11] utilizes a residual component that integrates
feature selection with the model training process, enhancing its generalizability. CompFS [39] provides an efficient,
single-pass implementation of greedy forward selection, utilizing attention weights at each step to approximate feature
importance. SAFS [40] ensembles feature selection models within a neural network to identify feature groups and
measures the similarity between these groups to select the optimal feature subset. GAINS [12] embeds features into
a vector space and identifies the optimal subset using a gradient ascent search algorithm. SARLFS [16] constructs
an agent to determine the subset of features. MARLFS [17] is a multi-agent system in which the number of agents

matches the number of features.

4.4 Hyperparameter Settings and Reproducibility

We performed 200 epochs for HRLFS to explore the feature space and an additional 200 epochs to optimize the agents,
with the memory size set to 400. Follow the hyperparameter and ablation experiment results, The policy model of all
agents are Actor-Critic, where the actor and critic models are both implemented as two-layer neural networks, with (64,
8) as hidden size. We employed Adam to optimize actor and critic models with a minibatch size of 32. The learning
rates of the actor and critic models were 0.001 and 0.01 respectively. The hyperparameter y in Equation 8 as 0.9. We
adopted Random Forest as the downstream machine learning model to evaluate the performance of the selected feature
subset in each step. We set all features’ Gaussian component number k as the maximum number of their BIC search
result. For feature metadata embedding, we apply text-embedding-3-large [41] based on GPT-4 [42]. We set the
hyperparameters « in Equation 6 and A in Equation 5 as 0.4 and 0.6 based on the results from the hyperparameter study

in section 5.8. The hyperparameter settings for the baselines follow their original articles.

4.5 Environmental Settings

The experiments were conducted on an Ubuntu 18.04.6 LTS operating system, equipped with an AMD EPYC 7742 CPU
and 4 NVIDIA V100 GPUs, within the Python 3.11.0 environment and using PyTorch 2.1.1.
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Table 1. Overall performance comparison. The best result is highlighted in bold for each dataset, and the second-best result is
highlighted underlined. #SamP and #FEAT denote the number of samples and features.

Dataset Task  #Samp.  #Feat. KBest LASSONet MCDM  SARLFS MARLFS SAFS  GAINS  CompFS Ours

SpectF C 267 44 79.16 82.11 79.44 80.38 77.01 80.78  80.55 83.69 87.56%0-22
SVMGuide3 c 1243 21 76.55 77.61 75.68 75.41 75.92 7553 7753 72.83 78.90%0-45
German_Credit ~ C 1001 24 65.75 58.85 70.49 61.31 66.89 66.89  69.40 68.27 73.07%1:13
Credit_Default C 30000 25 80.40 79.86 74.87 80.28 80.11 7749 80.05 78.15 80.56%0-0
SpamBase C 4601 57 90.36 89.16 89.10 91.28 90.04 90.93 9171 89.70 92.60%0-31
Megawatt1 C 253 38 84.02 89.59 89.59 88.02 87.64 86.46  89.42 91.83  92.70*0-73
Tonosphere c 351 34 91.48 90.17 88.85 92.82 90.18 90.18  92.24 91.08 94.27+1.04
Mice-Protein MC 1080 77 82.86 82.71 81.95 79.16 80.56 7781  81.04 78.96 83.79%0-91
Coil-20 MC 1440 400 93.92 88.19 96.53 96.88 96.19 9441  97.22 95.16 97.56+0-06
MNIST MC 10000 784 89.67 86.40 91.25 89.10 90.75 86.65  91.40 87.65 91.75+0-24
Otto MC 61878 93 72.31 71.65 73.24 71.95 73.74 7213 72.40 71.97 74.24*0-07
Jannis MC 83733 54 65.48 65.78 64.20 66.05 66.70 6442  65.15 66.61 67.91+0-22
Cao MC 4186 13488  82.81 83.65 82.37 85.57 83.71 84.67 8247 8557  89.37*0-13
Han MC 2746 20670  70.18 72.57 71.33 75.68 74.69 7579 7403 73.20 81.45%021
Openml_586 R 1000 25 56.35 56.03 55.82 51.93 55.02 53.15  59.36 55.49 61.75%071
Openml_589 R 1000 25 53.34 52.99 54.12 36.36 52.68 4551 59.33 48.46 61.60%1-01
Openml_607 R 1000 50 53.63 53.70 55.37 55.61 54.82 5182  60.44 53.18 61.70+069
Openml_616 R 500 50 31.16 21.69 28.27 27.50 31.36 46.16  49.54 49.16 53.90+0-86
Openml_618 R 1000 50 49.21 48.97 48.69 48.03 4931 4516 55.68 48.55 56.40%0-62
Openml_620 R 1000 25 53.00 54.63 55.00 35.95 5457 50.16  61.51 55.49 62.78+0-82
Openml_637 R 500 50 23.09 25.42 23.75 23.06 25.96 3418 39.46 36.17 40.54+037

* We report F1-Score for classification and multi-class classification, 1-RAE for regression.
** The standard deviation is computed based on the results of 5 independent runs

5 Experimental Results
5.1 Main Comparison

This experiment aims to answer the question: Is HRLFS capable of effectively refining a superior feature subspace across
all domains? We compared our method with classical and recent approaches across various datasets. Table 1 shows
the overall results of HRLFS. We observed that HRLFS outperforms the classical, deep learning-based, and RL-based
methods on all tasks. The underlying driver is that, compared to the classical methods (KBest, LASSONet, and MCDM),
HRLFS discovers fine-grained differentiation between features through LLMs to construct a more accurate feature
subspace beyond numerical statistics, resulting in better performance. Compared to deep learning-based methods (SAFS,
CompFS, GAINS), HRLFS manages clustered features using a hierarchical architecture that considers the correlation
between features from coarse to fine grain, enables better exploration of feature subspace. Compared to RL-based
methods (SARLFS, MARLFS), agent collaboration is viewed through the hierarchical reinforcement learning architecture
in HRLFS, leading to an improvement in performance. Overall, this experiment illustrates that HRLFS is prominent and
robust across diverse datasets, emphasizing various tasks, sizes, and fields, underlining its universal applicability for

feature subspace exploration.

5.2 Space/Time Complexity Analysis

Space/Time Complexity Comparison with OAPF. This experiment aims to answer the question: Does HRLFS have
an advantage in space/time complexity over One-Agent-Per-Feature (OAPF) approaches? Table 2 compares the number of
active agents as well as the overall runtime between the OAPF architecture and HRLFS on four datasets. We observed
that the number of active agents for HRLFS is reduced by at least 70.61% across all four datasets. Furthermore, this

reduction in active agents directly translates to substantial time savings: on every reported dataset, the overall runtime
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of HRLFS decreases by more than 30% to 50% compared to OAPF. These empirical results corroborate our complexity
proof in Section 3.5, which shows that the expected number of active agents for HRLFS is O(log N), in contrast to the
O(N) active agents required by OAPF. The underlying reason is that HRLFS’s hierarchical decision structure, built
upon the divide-and-conquer paradigm, achieves superior decision efficiency, significantly reducing the number of
active agents and thus both space and time complexity. In summary, by decreasing the number of active agents, the
hierarchical architecture not only achieves better space efficiency but also leads to a dramatic reduction in runtime

compared to OAPF approaches.

Table 2. Comparison of the average number of active agents between OAPF (one agent per feature) and our model.

Dataset Spam Base Mice-Protein Coli-20 MNIST
Method Ours™" Ours Ours™" Ours Ours™" Ours Ours™" Ours
Active Agents (Avg.) 56 16.46770-61% 76 13.45782:30% 400 104.39773-90% 784 156.73780.01%

Time Consumption (s) 146.56 76.2847:95% 177.77 79.53735-26% 547.05 352.8673%49% 229125  1317.2874250%

Y ours Y ours Y& ours Y ours Y ours Y ours S ours Y ours
@ Baselines =~ = Improvement of h @ Baselines = = Improvement of h @ Baselines = = Improvement of h @ Baselines = = Improvement of h
= 2560 MARLFS SARLFS 6400 [5) @0 GAINS . 12800 MARLFS ©@ __ 384001 SARLFS @ [e]
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Fig. 6. Comparison of HRLFS and baseline methods in downstream task performance and time consumption.

Space/Time Complexity Comparison with Baselines. This experiment aims to answer the question: Does HRLFS
excel in both time and performance? Figure 6 shows the performance and time consumption of HRLFS compared to other
baseline methods and our ablation model HRLFS~# which replaces the multi-agent hierarchical reinforcement learning
architecture with One-Agent-Per-Feature (OAPF) architecture. We found that HRLFS outperforms all baselines and
HRLFS_h, with time consumption comparable to traditional statistical methods (KBest, MCDM, and LASSONet) and
much superior to methods based on RL (SARLFS and MARLFS), deep learning-based methods (SAFS, CoFS, and GAINS),
and HRLFS™". Compared to the deep learning-based methods, our agents only consists of two-layer neural networks,
which are less time-consuming compared to numerous-parameters models used by these methods. Compared to RL-
based methods, HRLFS applies the hierarchical decision architecture to manage clustered features, greatly reducing the
number of active agents, where active agents will make decisions when the rest of the agents remain inactive, enabling
more efficient iteration and less time consumption. Further, HRLFS far outperforms HRLFS~" in both performance
and time, underlining the fact that the hierarchical decision architecture can capture correlations between features,
facilitate agents’ collaboration, and reduce the number of active agents. In conclusion, with effective state extraction

and hierarchical architecture design, HRLFS offers great advantages in terms of time and performance.
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5.3 Ablation Study

We designed three variants: HRLFS$(CMM) which only utilizes the Gaussian Mixture Model for feature representation;
and HRLFS ~S(LIM) hich only employs the Large Language Model for feature representation; HRLFS ™", which

replaces the multi-agent hierarchical reinforcement learning architecture with OAPF architecture.
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Fig. 7. The impact of different state representation methods.
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Fig. 8. The impact of multi-agent hierarchical reinforcement learning architecture.

Impact of Hybrid State Representation. Figure 7 shows the comparison results of feature representation variants
on two classification tasks and two regression tasks. We find that HRLFS is overall better than HRLFS™* (GMM) and
HRLFS~$(LLM) ' The underlying driver for this observation is that, compared to HRLFS™* (GMM) ' the hybrid state
representation utilizes the power of LLMs to interpret and extract information from feature metadata, providing
valuable insights for hierarchical agents to optimize and explore feature subspace, leading to a better feature selection.
Compared to HRLFS™* (LLM) the hybrid state representation component integrates GMM statistical data, providing
a better description of the distribution of each feature, resulting in a performance improvement. In conclusion, this
experiment illustrates that the hybrid state representation component incorporates meaningful information from feature

names and statistical data, playing an important role in HRLFS.

Impact of HRL Architecture. Figure 8 compares HRL architecture variants on two classification tasks and two
regression tasks. We can observe that HRLFS reduces time consumption while outperforming HRLFS ™" across perfor-
mance. This implies that the hierarchical agent structure greatly reduces the number of active agents, thus reducing
the consumed time. Meanwhile, this hierarchical architecture provides a variable granularity toward feature subspace
exploration, bringing about improved performance.
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Fig. 9. The performance on downstream tasks and the proportion of active agents with changes in the granularity of the agent

hierarchy involved.

5.4 Analysis of the Multi-Agent Hierarchy Architecture Setting

This experiment aims to answer the question: How does a finer or coarser-grained Agent Hierarchy setting impact
the overall system? In Algorithm 1, features with similar semantic or mathematical distributions are controlled by
the same agent, forming a hierarchical tree structure. In this experiment, we selected one dataset from each of the
three tasks—Megawatt1, MNIST, and OpenML_616—and varied the involved agent hierarchy number. A smaller value
indicates that fewer agent layers participate in feature selection, leading to a coarser-grained decision-making process.

From the result in Figure 9, we can observe that increasing the number of hierarchy levels leads to consistent
improvement of performance and stabilization, as evidenced by higher scores and reduced standard deviation. The
underlying driver of this behavior is the finer exploration of the feature space, facilitated by the increased number
of agents in more granular hierarchies. Further, we note that coarser hierarchies, which activate fewer agents, result
in lower performance due to a less detailed exploration of relevant features. This suggests that a more granular
hierarchy enables better agent coordination and decision-making, improving feature selection efficiency. However,
this improvement comes at the cost of higher computational complexity and more active agents, indicating a trade-off

between agent involvement and system efficiency.

5.5 Analysis of the Hybrid State Extraction Method

This experiment aims to answer the question: Is combining GMM and GPT-4 for feature state extraction optimal? We
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Fig. 10. Comparison of different feature state extraction models.
compared various feature distribution extraction methods and semantic extraction models with different parameter

scales in several datasets, shown in Figure 10. Statistic+GPT-4 applies the mean, maximum, minimum, variance,
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the first quartile, the second quartile, and the third quartile to extract feature distribution and GPT-4 to leverage
metadata. GMM+BERT, GMM+QWen, GMM+Gemini use GMM to pick up statistic and leverage semantic infor-
mation using BERT [43], gte-Qwen2-7B-instruct [44] (called via Python API dashscope.TextEmbedding.call),
gemini-embedding-exp [45] (called via Python API google.Client.models.embed_content) respectively. By com-
paring Statistic+GPT-4 and GMM+GPT-4, we can observe that feature distribution obtained using GMM has better
results compared to statistics. The underlying driver of this behavior is that statistics such as mean, maximum, minimum,
etc. can only provide a simple description of the data and cannot capture the inner structure of the data, whereas GMM
can approximate an arbitrarily shaped probability distribution by a linear combination of multiple Gaussian distribu-
tions, which better captures this complexity and leads to better results. By comparing GMM+BERT, GMM+QWen,
GMM+Gemini, GMM+GPT-4, we find that GPT-4 extracts semantic information with better performance than other
models. This implies that compared to BERT and QWen, the model architecture and scale of GPT-4 is larger and capable
of capturing more complex semantic relationships and contextual information. Compared to Gemini, GPT-4’s data
screening and cleaning criteria reduce errors and biases in training data, further improving the accuracy and reliability
of semantic information extraction. In summary, as GMM and GPT-4 can accurately extract feature distribution and

semantic information from data, they are the best choice for feature state extraction.

5.6 Analysis of the Feature Clustering Algorithm Selection

This experiment aims to answer the question: Whether the H-clustering algorithm has superior performance compared to
other clustering methods in the feature subspace exploration task? We compared the H-clustering (Ours) with KMeans [46],

DBSCAN [47] and SpectralClustering [48] in four datasets with different quantitative numbers of features in Figure 11.

o4 ;I;\fluslering (Ours) ZBSCA:\(I:I ‘ —8— Feature Number
90 7 ? ° fzf’:; ,.
0
X {/ Credit 4 Mnist é C é H

Fig. 11. The impact of different clustering algorithms.

We can observe that the H-clustering outperforms all clustering algorithms, and the advantages of H-clustering
become more apparent as the number of features increases. The underlying driver of this behavior is that, compared
to ordinary clustering algorithms, H-clustering aggregates features from fine-grained to coarse-grained, constructs
a hierarchical decision architecture, and considers the feature selection problem from more granularities, leading to
better performance. At the same time, this coarse-to-fine decision-making approach decomposes an elaborate task into
several relatively simple tasks, which naturally has the advantage of dealing with complex problems, so H-clustering
is more advantageous for tasks with a larger number of features. In summary, H-clustering decides feature selection
problems at different granularities, has better performance, can handle more complex problems, thus outperforming
other methods.
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5.7 Analysis of Reinforcement Learning Backend Selection

This experiment aims to answer the question: Whether the policy model used in HRLFS is superior to other existing models?
We compared ActorCritic [27] (Ours) with DQN [49], Double DQN [50] and Dueling DQN [51] on binary classification,
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Fig. 12. The impact of different policy model.
multi classification and regression tasks in Figure 12. We find that ActorCritic outperforms other methods in all
tasks. This implies that, compared to methods such as DQN, which rely on indirect updating of Q-values, ActorCritic
combines policy gradient and value function estimation and is able to directly optimize the policy, reducing variance
and improving learning efficiency, resulting in better performance on all tasks. In conclusion, ActorCritic is a suitable

choice for the policy model due to its higher efficiency and stability of strategy optimization.

5.8 Hyperparameter Study
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Fig. 13. The impact of hyperparameter A and a.

In this section, we analysis two essential hyperparameter of HRLFS, i.e., A (Equation 5) and a (Equation 6). A higher
A encourages the selection of fewer features, while an increase « prioritizes performance over feature compactness.
We performed experiments adjusting A and « within the range of 0.1 to 1.0 on the SpectF dataset and report the
results in Figure 13. Analysis reveals that changes in A have minimal impact on model performance but influence the
number of selected features, which initially decreases and then increases as A rises. This pattern indicates that higher
A first suppresses selected feature size, but its further increases reduce fluctuations in r?, allowing more features to
be included. Regarding a, increasing its value initially enhances model performance by emphasizing performance
objectives. However, beyond a certain point, performance declines as excessive feature selection introduces redundancy.

The number of selected features rises with a, reflecting the decrease in suppression in the reward function. These
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findings demonstrate that A and « are crucial in balancing feature selection and model performance. Consequently, we
selected A = 0.6 and « = 0.4 to balance performance and feature compactness. The experimental results confirm that 1

and o modulate the reward function in alignment with our objectives.

6 Related Work

Feature Selection. Feature selection methods are broadly categorized into three approaches: filter-based, wrapper-
based, and embedded-based methods [1]. Filter-based methods [4, 5] evaluate the statistical relationship between each
feature and the prediction target or among features themselves. Features with measurements below a certain threshold
are excluded. These methods are computationally efficient but do not account for interactions between features, which
can result in redundant or suboptimal feature subsets. Wrapper-based methods[7, 8, 52, 53] assess feature subsets
by iteratively training and evaluating a specific machine learning model. However, as the number of features grows,
the search space becomes increasingly large, rendering these methods impractical for large-scale datasets [20, 54].
Embedded methods[9-11] integrate feature selection directly into the model training process. This approach allows for
the simultaneous optimization of feature relevance and model performance, facilitating the efficient identification of
relevant features[55-57]. However, embedded methods are often tied to specific types of models, limiting their flexibility
and transferability to different downstream tasks. Additionally, some embedded techniques can still be computationally

demanding when applied to large and complex datasets.

Reinforcement Learning. Reinforcement Learning is a machine learning paradigm in which an agent learns to
make decisions by interacting with an environment based on its policy [58]. RL has been successfully applied to
various research areas [59-62]. However, classical RL algorithms often struggle with long-range decision-making
tasks due to limitations in scalability and efficiency [63]. To overcome these challenges, Hierarchical Reinforcement
Learning (HRL) has been developed to decomposes the decision-making process into multiple levels of abstraction,
allowing for more efficient learning and planning in complex tasks [64, 65]. Building on HRL, Multi-Agent Hierarchical
Reinforcement Learning focuses on the coordination and collaboration among multiple HRL agents [63, 66—69]. For
example, Chakravorty et al.[70] investigated the learning of temporal abstractions in cooperative multi-agent systems,
while Yang et al.[71] demonstrated the integration of cooperative MARL algorithms for training high-level policies
alongside single-agent RL for low-level skill acquisition. These advancements in MAHRL inspire our approach, where

we employ a divide-and-conquer strategy within a multi-agent hierarchical reinforcement learning framework.

7 Conclusion and Remark

This paper studies the challenges of exploring feature subspaces from complex datasets. Specifically, we reformulated
the problem of feature selection as a multi-agent hierarchical reinforcement learning framework through the hybrid
feature state extraction (comprehend), the hierarchical agent initialization (divide), and the exploration and optimization
(conquer). We carried out comprehensive evaluations of HRLEFS, illusrating its efficient, superior, and robust performance

in various data sets from different tasks and fields.
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