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ABSTRACT

In this study, we develop a Diffusion Transformer (referred as to DiT1D) for synthesizing realistic
earthquake time histories. The DiT1D generates realistic broadband accelerograms (0-30 Hz reso-
lution), constrained at low frequency by 3-dimensional (3D) elastodynamics numerical simulations,
ensuring the fulfillment of the minimum observable physics. The DiT1D architecture, successfully
adopted in super-resolution image generation, is trained on recorded single-station 3-components
(3C) accelerograms. Thanks to Multi-Head Cross-Attention (MHCA) layers, we guide the DiT1D
inference by enforcing the low-frequency part of the accelerogram spectrum into it. The DiT1D
learns the low-to-high frequency map from the recorded accelerograms, duly normalized, and suc-
cessfully transfer it to synthetic time histories. The latter are low-frequency by nature, because of
the lack of knowledge on the underground structure of the Earth, demanded to fully calibrate the
numerical model. We developed a CNN-LSTM lightweight network in conjunction with the DiT1D,
so to predict the peak amplitude of the broadband signal from its low-pass-filtered counterpart, and
rescale the normalized accelerograms rendered by the DiT1D. Despite the DiT1D being agnostic
to any earthquake event peculiarities (magnitude, site conditions, etc.), it showcases remarkable
zero-shot prediction realism when applied to the output of validated earthquake simulations. The
generated time histories are viable input accelerograms for earthquake-resistant structural design and
the pre-trained DiT1D holds a huge potential to integrate full-scale fault-to-structure digital twins of
earthquake-prone regions.

Keywords Diffusion Transformer - physics-based earthquake simulation - super-resolution
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1 Introduction

Modern high-performance computing tools have been developed in the recent past to numerically solve the elastodyna-
mic problem in complex setups. Such tools are continuously optimized and deployed on different hardware architectures
to achieve superior performance on multi-CPU/GPU clusters [43, 40, 2, 6]. One of the most challenging applications of
such top-notch software tools (in terms of domain geometry, material properties, source characteristics, etc.) is seismo-
logy where, in spite of huge amount of available recordings worldwide, numerical models suffer from poor resolution
compared to the intricacy of the highly uncertain Earth’s crust structure and seismotectonics configuration. Physics-
based approaches to reproduce earthquake scenarios require the simulation of a large multi-scale problem, covering
large domain including active faults and spanning across urban regions ~100 km x 100 km x 50 km large. Ideally, the
minimum resolution of the computational model should be of the order of the meter. State-of-the-art numerical tools are
nowadays capable to accurately reproduce the complete earthquake physics. They include complex active fault rupture
mechanisms [92], as well as simulate the wave propagation through intricate geological structures [24, 11]. Moreover,
such advanced pieces of software simulate the non-linear interaction between the incoming seismic wave field and
the impinged shallow soft soil sediments [17], as well as the amplifications and surface wave generation induced by
underground and surface topography [85]. Given the size and the details of the models at stake, regional earthquake
digital twins are featured by billions of parameters that require careful calibration [13, 54, 55, 23, 73, 72, 88, 83, 65, 75].
Nonetheless, end-to-end earthquake scenarios are still hardly achievable. Very rare are so far the examples of complete
fault-to-structure analysis, including strong Soil-Structure Interaction (SSI) coupling [see for instance 35, 37, 38,98, 57].
This is due to the fact that the vibrational fingerprint of critical above- ground structures and related non-structural
system components (such as piping systems and other equipments) is characterized by resonant eigenmodes way above
5 Hz [44] and up to 40 Hz, whereas physics-based simulations (PBSs) are restricted to a relatively low frequency
interval [reaching up to a maximum frequency between 1 Hz and 10 Hz, 25]. The reasons behind this unresolved
incompatibility between fault-to-site and site-to-structure simulations are two, namely :

e the increasing required computational demand, implied by the finest spatial discretization that ensures non-
aliasing effects;

o the large uncertainty on the underground geological and seismotectonic configuration [the mechanical properties
of huge chunks of Earth’s crust, including shallow soil non-linearity, 24], the geometry of the geological
interfaces between layers [12, 47] and the geometry of active fault segments, their roughness, their properties,
and the tectonic stress acting on them before the earthquake occurs. The main challenge resides in yielding
synthetic signals that are both physically consistent and suitable for structural analysis and design in a broadband
frequency range [11, 86].

In this study, we leverage the power of the Diffusion Transformer (DiT) architecture [70] to synthesize broadband
acceleration time histories based on low-frequency earthquake ground motion numerical simulation. The DiT was
conceived as a scalable architecture for image generation, but, hereafter, we propose adapt the DiT architecture to 3C
seismic signals. Therefore, since it operates on one-dimensional time histories, we dub the model as DiT1D from now
on. The adopted strategy is to learn to generate realistic broadband time histories in a 0-30 Hz frequency band, while
preserving the low-frequency part of the spectrum (generated by PBS in blind earthquake forecast), as conditioning.

2 Related works

In recent past, deep learning strategies started overcoming the above- mentioned limitations. Several studies [see, for
instance, 18, 61, 62, 63] showcased the potential of ML in seismic signals generation, with promising perspectives
due to both a good quality of the rendered signal and an overall accessible computational costs (considering offline
training of the algorithm and online inference cost). Hybrid approaches, mixing numerical simulations and deep
learning were concurrently developed, so to better condition the generation with the earthquake physics. In this
context, the seminal work by Paolucci et al. [67] presented a 2-layers feed-forward neural network called ANN2BB,
trained to ingest physics-based simulations (PBS) and to predict 10 to 15 pseudo-spectral acceleration values Sa( f)
at natural frequencies f below 1.3 Hz. Sa(f) represents the maximum absolute acceleration Sa of a single-degree
of freedom oscillator of natural frequency f, subjected to the input earthquake. ANN2BB relies on the implicit
assumption that the low-to-high frequency mapping could be learned in a supervised way, directly from recorded data,
duly low-pass-filtered. Despite the capability of improving ground motion numerical simulations above the original
1.5 Hz of accuracy in terms of amplitude (see, for instance, a soil-structure interaction analysis leveraging ANN2BB,
performed by Gatti et al. [25]). Paolucci et al. [68] created a validated set of hybrid simulations of past-earthquakes,
called BB-SPEEDset, adopting ANN2BB. However, ANN2BB struggles in reproducing the low-to-high frequency
mapping in the phase space (random phases are added at high-frequency) because of the intrinsic definition of the
pseudo-spectral acceleration Sa.
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More recently, several approaches sprouted from the seminal idea informing ANN2BB, most of them adopting
variations of Generative Adversarial Neural Networks [GANs, 27]. The first attempt was done by Gatti and Clouteau
[26], who constructed two adversarial auto-encoders, one for low-frequency and one for broadband signals encoding,
with a third adversarial auto-encoder mapping the corresponding low-frequency latent code into the broadband one.
The authors performed signal-to-signal translation in the latent space and the broadband decoder used to decode
broadband time histories, conditioning the low-frequency part by a numerical simulation. Alternative variations to
the original formulation can be found in Jacquet [39]. Customized conditional GANs were conceived by Florez et al.
[22] and by Esfahani et al. [20] to simulate non-stationary ground-motion recordings conditioned by metadata such
as the earthquake moment magnitude, source-to-site distance, harmonic average of shear-wave velocity of the first
30 m down deep (the so called Vs 39, widely adopted in seismology as a proxy for the site conditions). While Florez
et al. [22] predicted the whole 3-component (3C — east-west, north-south, up-down) normalized time series and the
peak ground amplitude, Esfahani et al. [20] adopted a computer-vision framework inspired by [33, 79, 16]. Other
noticeable studies involving combinations of conditional GANs have been realized by Pascual et al. [69], Yang et al.
[94], Cao et al. [10], Li et al. [48], Chen et al. [15], Neelamraju et al. [60], Shen et al. [81], Masoudifar et al. [53]
among others. Aquib and Mai [3] used GAN in conjunction with two Fourier Neural Operators (FNO) to generate
broadband ground motion accelerograms and establishing a relationship between normalized low-pass filtered and
broadband waveforms in time and frequency.

However, GANs have shown major limitations in practical uses, because of the slow training convergence [7] and mode
collapse [87]. As an alternative to GANSs, Variational Autoencoders (VAEs) have been proven successful to generate
realistic ground motion synthetics across large geographic regions [74]. More recently, denoising diffusion probabilistic
models [DDPM, 33] have emerged as superior alternatives to GANs and VAEs [91]. Diffusion models, particularly
those employing Gaussian or cold diffusion [which replaces Gaussian noise models with alternative degradation
processes, 5], offer advantages such as flexibility, reconstruction quality, and robustness against complex noise. The
use of diffusion models has demonstrated significant success in generating realistic time series data as well [46, 29].
Cold Diffusion effectively restores signals impaired by diverse degradation, demonstrating its potential in speech
source separation under non-Gaussian noise. Moreover, the pioneering work of Durall et al. [19], Trappolini et al. [89]
applied Gaussian-based and cold diffusion models respectively, to denoise either seismic images or strong motion time
histories. Diffusion models are being progressively used to generate realistic ground motion scenarios, conditioned by
metadata related to the site and to the event characteristics [8, 36, magnitude, source-to-site distance, source and site
coordinates, ]. For instance, Bi et al. [9] developed a multi-conditional diffusion U-shaped transformer for the prediction
of earthquake ground motion spectral amplitudes up to 15 Hz, for arbitrary source-station configurations. The authors
conditioned the transformer learning on stations and source’s coordinates, other than the traditional variables such as
earthquake magnitude. An adaptive Phase Retrieval Method (PRM) is designed to reconstruct the phase spectrum and
produce the final waveform.

Our contribution

The innovative idea of the DiT1D is to replace the standard backbone architecture adopted in denoising diffusion
models, i.e., the U-Net [77, 33]. Adopting the guidance strategy proposed in the original DiT paper [70], consisting
in the use of multi-head cross attention layers, the proposed DiT1D enhances low-frequency simulations and generate
stochastic broadband earthquake accelerograms. The DiT1D learns the low-to-high frequency mapping, guided by
the low-pass filtered input recordings. Contrary to similar studies involving diffusion models conditioned by event
and site characteristics [9], our DiT1D renders single-stations broadband accelerograms, increasing the realism of
numerical simulations up to 30 Hz. Moreover, DiT1D does not need to learn amplitude and phase separately [such as
done by 20, 9] and its training procedure makes it agnostic to site and scenario specific conditions. Thus, the DiT1D
generalizes better and can be applied zero-shot to enhance the realism of the conditioning time histories, generated by
high-performance numerical solvers.
The major contributions of this study are the following :
e We propose a scalable diffusion transformer inspired by Peebles and Xie [70] and adapted to earthquake
seismograms, for physically-guided generation of broadband (0-30 Hz) seismic signals.
e At training time, the low-frequency portion of the input signal is used as guidance in for the DiT1D inference.
Multi-Head Cross-Attention (MHCA) layers are used to guide the DiT1D inference.
e The trained DiT1D reaches state-of-art performance as stochastic earthquake generator, conditioned by cheap
yet realistic numerical simulations, to preserve and to incorporate the minimum knowledge on the earthquake
physics.
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e We trained a lightweight network alongside the DiT1D and on the same database, in a supervised way. Its goal
is to infer the peak value of the broadband signals, based on the low-frequency part, and then use it to scale the
normalized time history yielded by the DiT1D, according to the physics of the earthquake.

e We perform a rigorous study on the DiT1D performance with the respect to its scalability on multiple GPUs
(Graphics Processing Units). The analysis focuses on training and inference steps, duly adjusted to reduce the
overall computation burden and provide a portable Al surrogate model for earthquake ground motion prediction.

e We tested the DiT1D on a database of earthquake numerical simulations [namely, the BB-SPEEDset created
by 68], considering historical seismic events employed to validate the numerical model. The results prove that
the DiT1D can generate realistic broadband time histories, preserving the low-frequency/physics-based part of
the spectrum, while accurately reproducing the unseen high-frequency components.

Section 3 introduces the diffusion process and the DiT1D architecture adopted in the study. In Section 4, we describe
the preprocessing pipeline applied to the training dataset and the recorded and synthetic databases employed to test
the DiT1D’s zero-shot performance. Section 5 discusses the inference performance of the DiT1D, as well as a fair
comparison with state-of-the-art neural architectures for time series generation. Finally, Section 7 concludes the study
and discusses future directions.

3 Method

3.1 Denoising Diffusion Process

Diffusion models generate samples with a slowly decaying energy spectrum, efficiently taking advantage of priors [64].
In this work, we trained a diffusion model — conditioned on the low-frequency part of the spectrum of an earthquake
signal — to reconstruct broadband realistic accelerograms.

In particular, we adopted state-of-the-art denoising diffusion model Ho et al. [33], Song et al. [84]. The latter adopts a
discrete Monte Carlo Markov chain sampling to synthesize new instances according to the unknown data distribution
Po, starting from a reference one pr [33]. The generation consists into two discrete diffusion processes, corresponding
to two Markov chains in a discrete setup. We refer to real data as the 3C (EW : East-West, NS : North-South, US :
Up-Down) broadband seismograms y, : Rso 3 1 — [yEW (1), yV5 (1), yUP (t)]T € R3. Omitting the dependence
on time ¢ for the sake of conciseness, the forward chain (or forward process) consists into an iterative generation of
progressively blurred 3C samples { yT}TTZI. The latter sequence is a Markov chain obtained by adding white noise
to the original data y, (see Figure 1). 7 € N represents the duration of the forward diffusion process (the total

number of blurring steps). To blur original data, the forward process has a scheduled upstream noise variance (,87);21 .
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Following Ho et al. [33], 8, is incremented linearly from 0.0001 to 0.02, and the Gaussian transition kernel iteratively

. T
generates new instances {y }

+—1» according to the following expression :

qOly.—) =NG sy Vo, (1 -a)D) (1)
Thanks to the Markov property, y - is sampled according to the following conditional distribution :
a(yglyg) = Ny Naryy, (1 - ap)l) 2)

with @ = [[_, a5. @5 — 0if 7 — +oo, where for 7 sufficiently large [it is usually set to 1000, according to 33],
q(y +ly,) exponentially converges to the reference probability density prr = N(0,I). One notices that the conditional
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distribution can be conditioned on y , according to the Bayes theorem [14] :

qely - ¥o) 4 (v,_11¥0)

q(yealyeyo) = =N (yT_l; fe¥e +8e¥o 0311) 3)
q (yflyo)
with f; = a- a’ 1)‘/‘77 == ‘ff)a' Y-l and o % To generate realistic signals § ~ pgar, One must

reverse the above mentloned Markov chain, i.e., replacing 7 with 7" — 7 and denoising the sample y - ~ prer. In other
words, from a white noise sample we yield a coherent seismic signal § ~ pgaa- Along the discrete reverse process, the
diffusion model estimates the transition probability p(y__,ly,). Ho etal. [33] proposed to parametrize the backward
transition kernel according to the following expression :

Po(Y,1y) =Nl (¥4 1), 020) 4)

with pg(yoly-) = p(y,) HIT:’II Po(¥,_11y:)- Hg(y,57) acts as a proxy of the mean of the transition kernel

q(y,_11y-.¥,) expressed in Equation (3). In other words, u, is designed to match the mean of the forward pro-

—-V1-ace€p
Var

cess fry, + gy, By replacing y, with iz as per Equation (2) (with €y ~ N (0,1)) the proxy mean can be

rewritten as :

1 l—a;
0051 = - = NN i) X

where NN (y.; 7) represents a neural network (the DiT1D) progressively denoising y . by a factor 1=2= N Ny (y:7)

and sample y according to the following expression :

T-1°
l . ( 1 Q7 NN (]Y . T)) o3 3 N (0 H) (6)
! Va‘r Vl —ar ’ ~ ’

The iterative process in Equation (6) converges towards a mean estimate of the uncorrupted initial data y, from
now on referred as to y. At inference time, the backward process is employed to sample new data j, starting from
Yo~ N (0,I). In this study, following Rombach et al. [76], the low-frequency signal obtained from physic-based
simulation (pbs) x ~ pyps guides the generation. The adopted conditioning approach corresponds to the classifier-free
guidance proposed by Ho and Salimans [32], with guidance scale of 1. In practice, NN, is equipped with MHCA

layers [90] that statistically align the denoised sample y__, with x, guiding the denoiser NN, (y,x;7) at low
frequency (see Section 3.2). This approach is similar to auto-regression in frequency space [64]. With conditioning,
the parametric Markov transition probability corresponds to pg(y . _ 1y, %).

The training process aims at maximizing the Evidence Lower Bound [ELBO, 42]. Since we schedule the variance o2

of the Gaussian transition kernel in Equation (4), the ELBO loss simplifies to the following expression [33, 76, 14] :

€x = NNy (Vaoy, + V1= dre, x:7) ||2] @

Leso (0) =E- g q7y). X ~Ppis Vo ~Peata-€~N(0.1) [

Computing the mean in Equation (7) over x ~ ppbs and y, ~ pdara Necessitates a high-fidelity pbs for each earthquake

time history. To bypass the inherent prohibitive time and computational costs, we sample the tuple (xO, yo), with x )
representing the low-pass filtered version of y,. This strong assumption resembles to a data masking [31], but in the
frequency domain. Therefore, Equation (7) simplifies to :

Lo (0) =E - NNy (\Eyo +4/1 - dre, X T ” ] 8)

7-~’L{([l,ﬂ)‘(xo,yo)”“l’dma'f

To further guide the conditional denoiser, the ELBO loss in Equation (8) is penalized by the L2 norm of the high-
frequency residual r [yT,yO] () = Frsiomz (v, (1) - Yo (1)), where 5 10m is the high-pass Butterworth’s filter for
frequencies above 10 Hz. The latter frequency value has been arbitrary chosen after some trial and error procedure.
Therefore, the final loss function reads :

L(0) = Leso (6) + AR () )
with the residual penalty :
R (9) = ET~71([1,7’]),(xo,y0)~pdala,eT~N(0,]1) [||" (J’T’xo) ”iz] (10)

where the L2 norm is computed in the Fourier’s space, by exploiting the Parseval’s identity. After some tuning, we
chose a A penalty coefficient of 0.01.
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The backward Markov chain expressed in Equation (6) requires as many steps as the forward one (1000 in this
case) to infer new samples j. Therefore, to reduce inference time, we adopted a variant of diffusion model called
Denoising Diffusion Implicit Models [DDIM, 84]. DDIM is based on a non-Markovian backward process, expressed
in Equation (11), that renders new samples in far fewer steps (=100 steps in this work) :

y‘r—l = ’% (y‘r —\/1 —QTNNg(yT,x;T))'i'
11
+‘V1_Cyt_]_ﬁ‘rNNg(yT?x)+ ﬁ-,—f, ( )

€ ~N(0,I)

with B; = 1 — a;. In Equation (11), the term (’;—;' (yT VI —a:NNy(y,,x; T)) represents the estimate of the

original data Yo (conditioned by physics-based signal x). The term /1 — a;—1 — B NN, 0 (¥ 4. X;7) acts as a weighting
coefficient that scales the predicted noise direction. The DDIM is carefully designed to maintain the same marginal
noise distributions of the original Denoising Diffusion Probabilistic Model [DDPM, 33] in Equation (6) at each time
step, but the backward process converges faster than the original DDPM. Moreover, DDIM holds another practical
advantage : a model trained using the original DDPM loss function in Equation (8) can be used to sample in a DDIM
fashion (see Equation (11)) at inference time, with no need for retraining.

3.2 Model Architectures

In this study, the NN, neural network in transformer tailored for time histories. The DiT1D takes as input the 3C

earthquake accelerograms y, (f) and the condition x, (#) at training time, and x (#) at inference time. Both y (7)
and x, (¢) are normalized by their respective maximum absolute value (corresponding to the so called Peak Ground
Amplitude, PGA). To preserve the accelerogram amplitude, a lightweight architecture based on Convolutional Neural
Networks [1] and Long Short-Time Memory blocks [34] is trained to predict the PGA of the broadband signal y ), based
on unnormalized conditioning signal x, and normalized denoised signal y. We trained such a CNN-LSTM (depicted

in Section 3.2.2), in a supervised way, so to learn the mapping (xO, J) - mtax| ¥, (#) |. In such a way, we design the

CNN-LSTM network to infer the relative amplitude scaling between low-frequency signal x, (z) and broadband one
Y, (2), based on the normalized prediction of the DiT1D § ().

3.2.1 Transformer architecture

The DiT1D is an adaptation to 3C time histories of the original Diffusion Transformer (DiT) proposed by Peebles
and Xie [70] for image generation. The DiT1D architecture builds upon the classical transformer [90]. Traditionally,
diffusion models are based on a backbone UNet architecture [77], but the DiT architecture successfully showcased
state-of-the-art performance in image generation [30]. To the best of our knowledge, the DiT has not yet been tested in
audio super-resolution problems with conditioning.

Our implementation introduces conditioning through Multi-Head Cross-Attention (MHCA) blocks, as illustrated in
Figure 2. After hyper-parameter optimization, the best model configuration consists into a N, = 12 layers architecture,
with hidden embedding of dimension 1024, a patch size of 8, and 16 attention heads each. The transformer’s head
is Point-Wise Feed-Forward Network (FFN), consisting into two fully-connected Multi-Layer Perceptrons (MLPs).
We employed two distinct architectures to encode the condition x(¢) (or, at inference time, x (¢)) and the diffusion
step 7, respectively. The SignalEmbedding contains four residual blocks, each containing 1D convolutional layers
followed by Layer Normalization [LayerNorm in Figure 2, see 4]. The TimeEmbedding block uses sine/cosine temporal
encoding, to ensure a frequency-based representation, followed by a two-layer fully-connected MLP.

3.2.2 Amplitude predictor model

To generate realistic seismic signals, we also implemented a CNN-LSTM capable of inferring broadband signal’s
maximum absolute amplitude (also called, in earthquake engineering, Peak Ground Acceleration, or PGA) from x
(or x (¢) at inference time). At training time, the input to the lightweight CNN-LSTM (depicted in Figure 3) is
the couple (xO, §) and predicts ¥, PGA. The CNN block extracts equivariant temporal features from the 3C time
histories. CNN blocks have an increasing filter depth (32—64—128—256) and kernel size of 3, with ReLu activation
and batch normalization, efficiently extract hierarchical features from the concatenated low-frequency signal and
diffusion-generated output. The LSTM block, instead, captures temporal dependencies in the seismic data and are
insensitive to unnormalized inputs, because of the gated mechanism consisting of hyperbolic tangent and sigmoid
activation functions [59]. We introduce two bidirectional LSTM layers (512—256 hidden units) to capture temporal
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Ficure 2 — DiT1D architecture, based on the original architecture proposed by Peebles and Xie [70].

dependencies in both directions, allowing for modeling the relationship between waveform characteristics and PGA
outputted by the final FFN layer.

3.3 Training details and Evaluation Process

Algorithm 1 and Algorithm 2 summarize training and inference processes respectively. We adopted AdamW optimi-
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Algorithm 1 DiT1D training algorithm by stochastic gradient on N, mini-batches of size n and over n, epochs.

1:i=0,00:=90
2: fori < n, do

3 for b ~ ‘Ll({l .. Np}) do
4: {=
5: for] ~U{L,...,n}) do
6 xo’j:ffsle y(),j)
7 fort ~U{1,...,7}) do
8: e ~N(0,I)
2
9: £+=H6—NN9 (\/ayo’j+\/1 a-E, xoj;‘r) H
10: end for
11: end for
12: L (0“)) =i
13: 0D .= AdamW (G(i),n(i>)
14: end for
15: end for

Algorithm 2 DiT1D sampling algorithm (inference)

I: y, ~N(0,I)

2: fort=7,...,1do

3: e, ~NOIDifr>1elsee, =0

£y, = e+ Y (Vae —VT=a NN, (v, x37)
5

: end for

zer [49] to train the DiT1D, which has been proven to be presents better generalization capabilities than Adam [41]
with a learning rate of 0.0001 and a weight decay of 0.1. We trained the model for n, =200 epochs, with a batch size
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of 64 per GPU and distributed data parallel training on 4 GPU Nvidia A100 SXM4 80 Go (available on the Jean Zay
supercomputer at IDRIS-GENCI !, France), for a total 20 hours wall-time. When evaluating our model, we first used
the DDPM sampling algorithm described in Section 3.1 using 1000 time steps. We adopted the DDIM algorithm [84]
to reduce the inference time to 100 steps. We applied Exponential Moving Average (EMA) with a forge factor of 0.999,
to mitigate stochastic error and denoising instability [50].

4 Data

4.1 Training dataset

The DiT1D must learn the low-to-high frequency mapping on single-station 3C accelerograms. In order to train the
DiT1D in a supervised way, we employed 14000 3C seismic signals randomly selected from the Engineering Strong
Motion Database (ESM), version 2.0 [51], corresponding to events with magnitude My >4 and maximum epicentral
distance of 200 km. To create the paired measurements (x, (7)., (t)) in our dataset, we performed several processing
steps. Firstly, inspired by [58], a 60 s wide time windowing was applied to y , (¢), adopting either the recursive STA/LTA,
either the Z-detector [93] algorithms to determine the window start and end time. This choice implies that each training
instance has 6000 time steps, leading to a reasonable computational cost for each training epoch, with an optimum
mini-batch size of 32. We used the minimum of all start times and the maximum of all end times calculated by these
methods to define the temporal bounds of each seismic event (see Figure 4 for an example). As shown in Figure 4,

Detected Strong Motion Event (Duration: 14.79s) - After Resampling
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FIGURE 4 — Example of windowing to create training data, based on the STA/LTA method.

this combination successfully identifies the correct event boundaries. We excluded events whose duration is longer
than 60 s. For shorter events, we extracted the signal using the new start and end times and added random noise
padding. Each signal y,, () was band-passed filtered between 0.1 and 30 Hz and corrected according to the procedure
proposed by Paolucci et al. [66]. For training purpose, we low-pass filtered y, () at 1 Hz, with a Butterworth filter, so
to obtain x, (1) = Fr<1n; (yo (t)). The choice of the cutoff frequency aligns with the widely adopted seminal work
of Graves and Pitarka [28], which blends 0-1 Hz numerically simulated accelerograms with stochastic strong motion
time history at high-frequency. The choice of 1 Hz cutoff frequency has historical background, since in the early era of

1. http://www.idris. fr/jean-zay
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numerical simulations, the limited availability of high-performance computing resources were capping the resolution
of 3D regional earthquake computer simulations to low frequency range. A cutoff frequency of 1 Hz is also compatible
with the available source models obtained from traditional seismic source inversion [97].

While this sample size is relatively modest compared to similar studies in the field, it provided an ideal test case to
evaluate DiT1D’s generative capabilities on a low-to-medium-sized dataset. Therefore, we performed data augmentation
to enlarge the database, to prevent overfitting, and to force the DiT1D to learn complex patterns and invariance features
from the input signals themselves [96]. Following Masoudifar et al. [53], we leveraged full random time-shift, in order
for the model to not learn any bias on the time of the P-wave arrival. We also augment the dataset by random rotation of
horizontal components. However, we did not perform any noise augmentation, as it interfered with the DiT1D training.

4.2 Datasets to test zero-shot inference

To evaluate the DiT1D generalization capability, in Section 5.1 we present the results of the tests conducted on its
zero-shot inference performance on two different datasets. First, we analyze the Goodness-of-Fit (GOF) generated from
500 seismic signals derived from the STanford EArthquake Dataset (STEAD) dataset [58]. STEAD is a curated set of
earthquake strong motion accelerograms recorded worldwide, and it is employed to test DiT 1D zero-shot capability
on recorded data y,, conditioned by low-pass-filtered counterpart x,. Second, we conduct a single-station study,
comparing the super-resolved signals generated using the simulated low-frequency time histories x, obtained from the
BB-SPEEDset dataset [68]. BB-SPEEDset is a broadband (0-30 Hz) earthquake ground motions dataset, containing
synthetic accelerograms obtained from the physics-based numerical simulation code called SPEED [SPectral Elements
in Elastodynamics with Discontinuous Galerkin, 56], developed at Politecnico di Milano, Italy. BB-SPEEDset contains
up to 30 worldwide seismic scenarios of magnitude My included between 3.4 and 7.4, occurred in the past. For each
scenario, the authors employed SPEED to reproduce the earthquake physics and generate low-frequency waveforms
x (t) up to a frequency varying between 1 and 3 Hz. The mesh refinement and geological configuration of each
case-study determine such the frequency band of validity of the synthesized accelerograms. Moreover, Paolucci et al.
[68] validated each and every scenario against recorded time histories at available recording stations. In doing so, o
widen the frequency band of the yielded waveforms, and reach the 0-30 Hz range of interest for structural design, the
authors applied ANN2BB [67] to SPEED accelerograms. ANN2BB is a 2-layers MLP that predicts the recorded short
period Say ~spectral ordinates from the long period simulated ones Say, obtained from SPEED time histories x (1).
According to Paolucci et al. [68], BB-SPEEDset has no systematic bias in the trend of the generated waveforms, with
respect to the NEar-Source Strong-motion version 2.0 (NESSv2) of recorded ground-motion dataset [80], which served
as validation test bed for SPEED simulations.

5 Results

As shown in Figure 5, our combination of DiT1D and CNN-LSTM for amplitude prediction is capable to generate
realistic broadband 3C seismic signals station-wise. The MHCA layers are effectively guiding the generation, steering
the low-to-high frequency extrapolation above 1 Hz. To assess DiT1D’s performance, in Table 1 we compare our model
against several established baseline methods : a standard U-Net architecture, a diffusion-based denoising U-Net [91],
and NU-Wave?2 [29], which corresponds to state-of-the-art diffusion model designed for neural audio up-sampling. To

Model MSE SNR SSIM D, T [s]
UNet 3.3E73 12 0.87 25E3 0.002
UNet DDPM 113 142 089 2.7E3 6.5
DiT1D (LELBO) 4.1E* 178 094 5.1E* 0.71

DiT1D (Lgigo +AR) 23E4 182 097 28E5 0.71

TABLE 1 — Model testing metrics : Mean Square Error (MSE), Signal-to-Noise Ratio (SNR), Structural Similarity Index Measure
(SSIM), D¢ and inference time 7;.

ensure fair comparison, we downscaled all models to an equivalent amount of 150 million parameters. We employed
several metrics such as Mean Square Error (MSE), Structural Similarity Index Measure (SSIM) and a spectral distance
D proposed by Zhang et al. [95]. The latter corresponds to the mean relative distance between two signals yo and ¥
in the frequency domain, and it reads :

YNl (I
IYoll  [1¥]l,2

Dy (yO’ y) = Ef [
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with Yo(f), Y (f) being the Fourier’s transform of y((¢) and ¥(¢) respectively. We compared the DiT1D trained with and
without the penalty term R in the loss formulation in Equation (8). Table 1 proves that our DiT1D model outperforms
all other models in all metrics, and that the penalty term is critical for its performance. Moreover, DDIM’s generation
time 7; remains comparable to non-diffusion approaches.

The comparative analysis presented in Table 1 demonstrates that the proposed DiT1D architecture consistently outper-
forms both standard and advanced baseline methods across all evaluation metrics. These results validate the effectiveness
of our approach for frequency augmentation in seismic signal processing. Notably, our analysis revealed an unexpected
result : the classical U-Net 1D architecture outperformed more sophisticated approaches, suggesting that contemporary
architectures may not be optimally suited for this specific signal processing task. NU-wave-2 yields impressive results
for high frequency augmentation, but poorly performs in zero shot on earthquake datasets. Moreover, the MSE of
trained CNN-LSTM on the testing set was 0.04 m/s/s, meeting our performance requirements and providing realistic
earthquake amplitudes when scaling normalized j generated by the DiT1D.

5.1 Zero shot capability

As introduced in Section 4.2, we tested the zero-shot capability of our model on two different datasets : the STEAD
dataset and the BB-SPEEDset dataset. We employed the former database to test the DiT1D zero-shot performance in
generating broadband time histories § () based on the low-pass filtered version of the recorded one, namely x, (¢).
On the other hand, we exploited BB-SPEEDset to showcase the DiT1D capability of rendering broadband synthetic
accelerograms, based on validated physics-based simulations x, reaching recording-level of realism. For the sake of
comparison, we selected the 2009 My 6.2 I’Aquila earthquake scenario (central Italy), focusing on AQK station [see
82,21, 68, for further details]. Smerzini and Villani [82] and Evangelista et al. [21] constructed and refined the SPEED
simulation of this earthquake scenario. The authors validated the SPEED simulation in the 0-2 Hz frequency range,
comparing the synthetic time histories with the available recordings, at several stations nearby the epicenter. Evangelista
et al. [21] reported an excellent fit of the synthetic and recorded time histories at AQK station, located within a ~ 4 km
from the epicenter.

In order to fairly assess the performance of our model on the STEAD dataset, we adopted a Goodness-of-Fit (GOF)
metrics widely adopted in seismology, and proposed by Kristekova et al. [45]. Such GOF is expressed on a scale of
0 to 10, measuring the average time-frequency similarity between two accelerograms. The higher the GOF value, the
more similar the two signals are. We assess a GOF score value for the envelope similarity (EG) and one for the phase
similarity (PG). In practice, 0-4 is considered as a poor score, 4-6 as a fair score, 6-8 as a good, and 8-10 as excellent.
A explains in details how those metrics are constructed in Kristekova et al. [45] (see Equation (29) and Equation (33)).
However, it must be noted that the in our analysis, the DiT1D is not conceived to reconstruct the entire input ground
motion time histories, as in autoencoder architectures, but to generate as much diverse as possible signals, keeping fixed
the low-frequency portion of the spectrum. Figure 6 shows the GOF results obtained by applying DiT1D zero-shot on
500 earthquake accelerograms randomly selected from STEAD and low-pass filtered a 1 Hz. As shown in Figure 6,
the DiT1D yields a wide variety of signals with EG and PG values ranking from fair to excellent. In the former case,
the generated accelerogram is very different from the original one, while in the latter case, the generated signal closely
resembles the broadband recorded signal, solely based on its 0-1 Hz component. Overall, mean EG and PG scores
range around 7, highlighting the importance of the guidance x, provided to the DiT1D. However, the GOF dispersion
between 5 and 10, certifies a good generalization capability of the model.

In Figure 7, we present the results of test performed on the 2009 My 6.2 L’Aquila scenario, extracted from BB-
SPEEDset database. Recorded y, (NESSv2 database, black line), simulated yp cprppse; (COrresponding to SPEED
simulation between 0-2 Hz and ANN2BB from 2 Hz on, from BB-SPEEDset, blue line) and generated § (DiT1D,
orange line) accelerograms at AQK station are reported, along with the respective Fourier’s amplitude spectra. As
shown in Figure 7, the DiT1D outperforms the combination of SPEED and ANN2BB proposed by Paolucci et al. [67].
Interestingly, we obtained the guidance signal x by low-pass filtering the BB-SPEEDset time histories y . cprppee 2t
1 Hz, despite the fact that the SPEED simulation are validated in the 0-2 Hz frequency range. We observe that our
DiT1D better reproduces the high-frequency content of the recorded time history available in the NESSv2 database,
despite the low frequency misfit between the SPEED simulation and the records. Compared to SPEED+ANN2BB,
we improved the SSIM by 0.07. Feeding the 0-2 Hz low-pass-filtered simulated signals to the DiT1D does neither
improve nor degrade significantly its performances. It must be noted that while ANN2BB introduces random phases at
high frequency, following the original work of Sabetta and Pugliese [78], the DiT1D does not make this assumption,
learning the low-to-high frequency mapping in both amplitude and phase.
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FIGURE 6 — EG and PG GOF values obtained on 500 random samples from STEAD database.

5.2 Computational Performance

We used Jean Zay supercomputer of CNRS/IDRIS-GENCI to perform our experiments and draw performance measu-
rements. Each computing node we used included :
— 2 CPUs Intel Xeon Gold 6346 at 3.1 GHz, with 16 hyperthreaded physical cores per processor and 1'TB RAM
for both processors.
— 4 GPUs NVidia HGX A 100, with 6912 Cuda cores, 432 3”4 Tensor kernels and 40 GB RAM per GPU, and a
379 generation NVlink interconnecting the 4 GPUs at 2.4 TB/s.
The software we have developed and benchmarked is based on Python-3.10.12 and Pytorch-2.2.2 and some classical
Python libraries like Numpy.

One epoch of the training dataset we used for our benchmark is compound of 14000 couples (xo, y) of two time
series of 6000 3D data points each (corresponding to 6000 X3 4-bytes values per series) : the conditioning x, and the
diffusion stage y .. However, inside each epoch we process data per batch of 32 couples. Each couple has 2x 6000 x
3 = 36000 4-bytes values, i.e., a size of 140.6 KBytes. Each batch of 32 couples has 32 x 36 000 = 1152000 4-bytes
values, corresponding to a size of 4.4 MBytes. Finally, each epoch of 14000 couples requires to process 14000 x 36000
= 1152000 4-bytes values, for a total of 1.9 GBytes of data, and each epoch is compound of 14000/ 32 = 437.5 batches.

We measured the execution time of a complete training of 100 epochs of our generative models, from 1 up to 4 GPUs
on one node of Jean Zay supercomputer, and for 4 different sizes of dataset : 25%, 50%, 75% and 100% of our 1.9
GBytes dataset. Ideal curves of execution time for a fixed dataset size and function of the number of GPU should
correspond to the following expression :

Texec ( 1 GPU)
nGgreu

Tideal

exec (nGPU) = (12)

After measuring the training execution times on one GPU, we can draw these ideal execution time curves on Figure 8 in
full logarithmic scales, in order to transform these hyperbolic curves in straight lines with a slope of —1. This graphical
representation enables us to easily compare experimental curves with ideal curves, and to assess the speedup, size up
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YBB.SPEEDset TOM BB-SPEEDset simulations, low-pass filtered to 1 Hz.

and scalability of our complete software and hardware system. We considered a maximum tolerable execution time of
10h (36000 s), and to limit our analysis to execution times below this limit.

Figure 8 shows the execution time curves we measured on our multi-GPU node for 4 increasing sizes of dataset. The
solid colored lines in Figure 8 are the measured experimental times for four fixed dataset sizes and the superposed
dashed lines are the corresponding ideal time curves (Equation (12)). The experimental curves match the perfect curves
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and are parallel, which means that parallelization up to 4 GPUs presents negligible overheads for each tested dataset
and produces perfect speedup. Moreover, by doubling the dataset size we can maintain constant the computation time
by doubling the number of GPUs, assuming we need the same number of epochs. This represents a perfect size up,
illustrated on Figure 8 with some horizontal dashed arrows. Processing larger datasets with more resources in the same
time is important to avoid disturbing a working plan. Our hardware and software configuration this objective without
overheads. As we obtained perfect speedup and perfect size up, we obtain a perfect scalability on one multi-GPU Jean
Zay node. This is comfortable when launching frequent trainings on different datasets : we can cumulate the speedup
and size up approaches to satisfy some business constraints. For example, starting with one GPU to process the 25%
dataset, we can plan to use 4 GPUs to process the 50% dataset 2 times faster if needed (following the grey arrow on
Figure 8). Then we can reserve the right number of computing resources for the right time on the supercomputer in
advance.

6 Discussion

The DiT1D, in combination with the CNN-LSTM for amplitude estimation, proves to be a solid and reliable tool to
generate realistic broadband 3C seismic signals. Compared to other state-of-the-art models, it is capable of generating
realistic broadband signals, preserving the low-frequency part of the spectrum, encoding the minimum knowledge on
the physics of the earthquake. This means that most of the features that empirical Ground Motion Models struggle to
adequately reproduce are captured by the DiT1D. Site-effects, directivity, spatial correlation and many other peculiarities
of a ground shaking event can be modelled with a standard numerical solver and fed as input to the DiT1D, which is
agnostic to the employed software. Since we have not adopted any cumbersome spatial attention layer, our solution
represents a reliable and lightweight alternative to station-wise improvement of the numerical model. Due to its station-
wise nature, the DiT1D can be deployed on simulations with varying spatial resolution, privileging low-to-medium-size
models. The latter are not only cheap to run, but also easier to constraint with sound physical assumptions and parameter
estimation. The DiT1D generates the missing medium-high frequency portion of the spectrum, reaching a recording
level of realism. We proved that not only this is true when guiding the DiT1D with low-pass filtered signals, but also
when feeding validated numerical simulations to it (such as the BB-SPEEDset synthetics). Interestingly, in Section 5.1,
we showed that even when masking part of the frequency content of the conditioning signal x to the DiT1D, it is
capable to realistically infer the high-frequency spectrum.

From a computational perspective, the DiT1D training process perfectly scales across multiple GPUs, opening the door
to portable fine-tuning post-training. Moreover,Table 1 reveals that the DiT1D is capable of generating realistic signals
in a fraction of the time required by other state-of-the-art models. Therefore, the DiT1D represents a state-of-the-art
Al generative surrogate model for strong ground motion prediction that one can employ off-the-shelf.
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Despite the above-mentioned advantages, the DiT1D struggles to render multiple broadband signals out of the same
conditioning x, especially when we penalize the training loss with the L2 norm of the high-frequency residual R. To
unlock one-to-many generative capability, we would require a dedicated database and a different training strategy. As
a matter of fact, since for any recording y, there is only one corresponding low-pass filtered signal x ), one-to-many
mapping could be learned by running several low-frequency simulations corresponding to the same recording, and
employing the ELBO loss in Equation (7). To reduce the computation burden, Perrone et al. [71] proposed to adopt a
neural operator surrogate to quickly sample realistic physics-based guiding time histories x to be fed to the DiT1D. We
leave this as future work.

Finally, Figure 7 highlights the fact that the DiT1D may slightly deviate from the conditioning signal x (¢) at low
frequency. This aspect has to do with the effectiveness of the MHCA layers, but also with the denoising process, which,
depending on how many denoising steps are carried out, might leave some spurious low-frequency residuals. This
aspect has been highlighted by Gatti and Clouteau [26] for GANSs, and is partially due to the fact that we did not enforce
any baseline correction at training time, to avoid over-constraining the generative process. From the time history plots
in Figure 7, we observe that this discrepancy does not alter the realism of the generated samples y .

7 Conclusions

In this paper, we proved the viability of the transformer architecture as powerful generative tool of broadband seismic
signals. We employed a transformer architecture, duly adapted to 3C time histories, and used it a denoising diffusion
backbone network, for conditional generation of seismic signals. We guide the diffusion transformer with low frequency
signal conditioning, relying on low-pass-filtered records at training time, and on numerical simulations at inference
time. Our approach simplifies the training process compared to existing methods while reaching superior generative
performance on different databases. Moreover, the DiT1D outperforms the state-of-the-art ANN2BB technique when
enhancing numerically simulated earthquake ground motion accelerograms.

These encouraging results pave the way to the routinary use of the DiT1D as an off-the-shelf surrogate model to enhance
the realism physics-based earthquake simulations at regional scale. In future work, we will focus on enhancing both
the efficiency and versatility of the generation process. As our goal is to generate diverse yet realistic seismic events,
we aim to explore one-to-many generation techniques, where multiple high-frequency signals are derived from a single
low-frequency guiding input.
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A Kristekova et al. [45]’s Goodness-of-Fit (GOF) metrics

The Kristekova et al. [45]’s GOF are time—frequency metrics, based on the continuous wavelet transform (CWT)
L*(R) 3 s = W € L*>(R x RY) of the time history s(z), that reads :

W10 =20 [ anr "t ar (13)

where ¢ is the chosen wavelet basis, ¢ represents its time translation and wy its scale parameter. * represents the
complex conjugate operation and f the frequency value. In Kristekova et al. [45] ¢ is chosen as the Morlet’s wavelet,
which reads :

w(t) =7T—l/4eia)ote—t2/2 (14)
with wg = 6 [45, 52]. The CWT in Equation (13) is a time-frequency (7 F) representation of the signal s (¢). Its envelope
A(t, f) and phase ¢ (¢, f) at a specific point on the TF plane read :

AL, f) =W, ) o1, ) = Arg[W (. f)]. 15)
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Considering a signal s (¢) and a reference one s, (¢), the metric proposed by Kristekova et al. [45] compares the two
signals based on the envelope misfit AA(z, f) and the phase one A¢ (¢, f) which read respectively :

AA(t, ) = A, f) = Ar (8, ) = IW (@, O = W (2, ) (16)
_ B _ B _ W, f)

AP(1, f) = ¢t f) = ¢ (1. f) = Arg[W (1, f)] — Arg[W: (1. f)] = Arg | o ) 17

The two T F misfits are normalized according to the following expressions, to obtain T F envelope misfit :

_ MA@ f)
TFEM(t, f) = Al ) (18)
and TF phase misfit TFPM (¢, )

TFPM(t, f) = %t’f) (19)

Following Kristekova et al. [45], both TF EM and T F P M metrics are weighted in time-frequency by their corresponding
CWT of s (1), so to obtain time envelope/phase misfit (referred as to TEM and TPM) and frequency envelope/phase
misfit (i.e., FEM and F PM respectively) respectively, which read :

2y IW(t, f)I TFEM(, f)

TEM() = W, )l e
roare = 2 |W<t|,vjvle’Tfl~;1|>M<t, 9 on
rem(p = LW EDITENG. ) )
pou) = VDTG ) o

Finally, the normalized single—valued envelope (EM) and phase (PM) misfits are obtained according to the following
expressions :

2 2
— J Ly B W, NI TFEMG, /) o
ISHATATN
2 2
PM:szz,wr(r,fn ITEPM(: /)1 05
ISHATATI

The GOF shown in Figure 6 are obtained by computing the Time-Frequency Envelope Goodness (TFEG), Time
Envelope Goodness (T EG), Frequency Envelope Goodness (FEG) and Envelope Goodness (EG), computed as :

TFEG(t, ) = 10 - ¢~ TFEM@. /)] (26)
TEG(r) = 10 - ¢~ ITEM®)I (27
FEG(f) =10 - IFEM(DI (28)
EG =10.¢ /PMI (29)
Equivalently, for the phase :
TFPG(t, f) = 10 - ¢! ~ITFPM(. /)] (30)
TPG(t) =10 (1 — [TPM(?)|) (31)
FPG(f)=10-(1-[|FPM(f)|) (32)
PG =10 (1-|PM|) (33)

17



A PREPRINT - 25 AVRIL 2025

References

[1] Arohan Ajit, Koustav Acharya, and Abhishek Samanta. A review of convolutional neural networks. In 2020

International Conference on Emerging Trends in Information Technology and Engineering (ic-ETITE), pages
1-5, 2020. doi : 10.1109/ic-ETITE47903.2020.049.

[2] R. Anderson, J. Andrej, A. Barker, J. Bramwell, J.-S. Camier, J. Cerveny, V. Dobrev, Y. Dudouit, A. Fisher,
Tz. Kolev, W. Pazner, M. Stowell, V. Tomov, I. Akkerman, J. Dahm, D. Medina, and S. Zampini. MFEM : a
modular finite element methods library. Computers & Mathematics with Applications, 81 :42-74, 2021. doi :
10.1016/j.camwa.2020.06.009.

[3] Tariq Anwar Aquib and P. Martin Mai. Broadband ground-motion simulations with machine-learning-based
high-frequency waves from fourier neural operators. Bulletin of the Seismological Society of America, 114(6) :
2846-2868, September 2024. ISSN 0037-1106. doi : 10.1785/0120240027. URL https://doi.org/10.1785/
0120240027. https ://pubs.geoscienceworld.org/ssa/bssa/article-pdf/114/6/2846/7055859/bssa-2024027.1.pdf.

[4] Jimmy Lei Ba, Jamie Ryan Kiros, and Geoffrey E. Hinton. Layer normalization. (arXiv :1607.06450), July 2016.
doi : 10.48550/arXiv.1607.06450. URL http://arxiv.org/abs/1607.06450. arXiv :1607.06450 [stat].

[5] Arpit Bansal, Eitan Borgnia, Hong-Min Chu, Jie S. Li, Hamid Kazemi, Furong Huang, Micah Goldblum, Jonas
Geiping, and Tom Goldstein. Cold diffusion : inverting arbitrary image transforms without noise. In Proceedings
of the 37th International Conference on Neural Information Processing Systems, NIPS *23, Red Hook, NY, USA,
2024. Curran Associates Inc.

[6] Igor A. Baratta, Joseph P. Dean, Jorgen S. Dokken, Michal HABERA, Jack HALE, Chris N. Richardson, Marie E.
Rognes, Matthew W. Scroggs, Nathan Sime, and Garth N. Wells. DOLFINXx : The next generation FEniCS problem
solving environment. December 2023.

[7] Samuel A. Barnett. Convergence Problems with Generative Adversarial Networks (GANSs), June 2018. URL
http://arxiv.org/abs/1806.11382. arXiv :1806.11382 [cs, stat].

[8] Andreas Bergmeister, Kadek Hendrawan Palgunadi, Andrea Bosisio, Laura Ermert, Maria Koroni, Nathanaél
Perraudin, Simon Dirmeier, and Men-Andrin Meier. High resolution seismic waveform generation using denoising
diffusion. (arXiv :2410.19343), October 2024. URL http://arxiv.org/abs/2410.19343. arXiv :2410.19343
[physics].

[9] Zhengfa Bi, Nori Nakata, Rie Nakata, Pu Ren, Xinming Wu, and Michael W. Mahoney. Advancing data-driven
broadband seismic wavefield simulation with multi-conditional diffusion model. (arXiv :2501.14348), January
2025. doi : 10.48550/arXiv.2501.14348. URL http://arxiv.org/abs/2501.14348. arXiv :2501.14348
[physics].

[10] R. Cao et al. GANSs in speech enhancement and their relevance to seismic denoising. Journal of Acoustical
Society, 228(1) :119-133, 2022.

[11] David Castro-Cruz, Filippo Gatti, and Fernando Lopez-Caballero. Assessing the impact of regional geology
on the ground motion model variability at the kashiwazaki-kariwa nuclear power plant (japan) via physics-
based numerical simulation. Soil Dynamics and Earthquake Engineering, 150(106947), November 2021. ISSN
02677261. doi : 10.1016/j.s0ildyn.2021.106947. URL https://linkinghub.elsevier.com/retrieve/
pii/S0267726121003699.

[12] David Castro-Cruz, Filippo Gatti, and Fernando Lopez-Caballero. Impact of regional geology on the prediction of
physics-based earthquake simulations : the prediction of the seismic response at the Kashiwazaki-Kariwa nuclear
power plant (Japan). Submitted at Soil Dynamics and Earthquake Engineering, 2021.

[13] Emmanuel Chaljub, Peter Moczo, Seiji Tsuno, Pierre-Yves Bard, Jozef Kristek, Martin Késer, Marco Stupaz-
zini, and Miriam Kristekova. Quantitative comparison of four numerical predictions of 3D ground motion
in the Grenoble Valley, France. Bulletin of the Seismological Society of America, 100(4) :1427-1455, 08
2010. ISSN 0037-1106. doi : 10.1785/0120090052. URL https://doi.org/10.1785/0120090052. doi :
10.1785/0120090052.

[14] Stanley H. Chan. Tutorial on diffusion models for imaging and vision. (arXiv :2403.18103), January 2025. doi :
10.48550/arXiv.2403.18103. URL http://arxiv.org/abs/2403.18103. arXiv :2403.18103 [cs].

[15] Kai Chen, Hua Pan, Meng Zhang, and Zhi-Heng Li. Ground motion simulation via generative adversarial
network. Applied Geophysics, December 2024. ISSN 1993-0658. doi : 10.1007/s11770-025-1154-7. URL
https://doi.org/10.1007/s11770-025-1154-7.

[16] Jade Copet, Felix Kreuk, Itai Gat, Tal Remez, David Kant, Gabriel Synnaeve, Yossi Adi, and Alexandre
Défossez. Simple and Controllable Music Generation, June 2023. URL http://arxiv.org/abs/2306.05284.
arXiv :2306.05284 [cs, eess].

18



A PREPRINT - 25 AVRIL 2025

[17] F De Martin, E Chaljub, P Thierry, P Sochala, F Dupros, E Maufroy, B Hadri, A Benaichouche, and F Hollender.
Influential parameters on 3-D synthetic ground motions in a sedimentary basin derived from global sensitivity
analysis. Geophysical Journal International, 227(3) :1795-1817, August 2021. ISSN 0956-540X, 1365-246X.
doi : 10.1093/gji/ggab304. URL https://academic.oup.com/gji/article/227/3/1795/6338113.

[18] Chris Donahue, Julian McAuley, and Miller Puckette. Adversarial Audio Synthesis, February 2019. URL
http://arxiv.org/abs/1802.04208. arXiv :1802.04208 [cs] version : 3.

[19] Ricard Durall, Ammar Ghanim, Mario Ruben Fernandez, Norman Ettrich, and Janis Keuper. Deep diffusion mo-
dels for seismic processing. Computers & Geosciences, 177 :105377, August 2023. ISSN 00983004. doi : 10.1016/
j-cageo.2023.105377. URL https://linkinghub.elsevier.com/retrieve/pii/S009830042300081X.

[20] Reza D. D. Esfahani, Fabrice Cotton, Matthias Ohrnberger, and Frank Scherbaum. TFCGAN
Nonstationary Ground-Motion Simulation in the Time-Frequency Domain Using Conditional Genera-
tive Adversarial Network (CGAN) and Phase Retrieval Methods.  Bulletin of the Seismological So-
ciety of America, 113(1) :453-467, February 2023. ISSN 0037-1106, 1943-3573. doi : 10.
1785/0120220068. URL https://pubs.geoscienceworld.org/bssa/article/113/1/453/619261/
TFCGAN-Nonstationary-Ground-Motion-Simulation-in.

[21] Lorenza Evangelista, Sergio Del Gaudio, Chiara Smerzini, Anna d’Onofrio, Gaetano Festa, Iunio Iervolino, Luigi
Landolfi, Roberto Paolucci, Antonio Santo, and Francesco Silvestri. Physics-based seismic input for engineering
applications : a case study in the aterno river valley, central italy. Bulletin of Earthquake Engineering, 15
(7) :2645-2671, July 2017. ISSN 1570-761X, 1573-1456. doi : 10.1007/s10518-017-0089-7. URL http:
//link.springer.com/10.1007/s10518-017-0089-7.

[22] Manuel A. Florez, Michaelangelo Caporale, Pakpoom Buabthong, Zachary E. Ross, Domniki Asimaki, and
Men-Andrin Meier. Data-driven synthesis of broadband earthquake ground motions using artificial intelligence.
Bulletin of the Seismological Society of America, 112(4) :1979-1996, August 2022. ISSN 0037-1106, 1943-
3573. doi : 10.1785/0120210264. URL https://pubs.geoscienceworld.org/bssa/article/112/4/
1979/613199/Data-Driven-Synthesis-of-Broadband-Earthquake.

[23] Haohuan Fu, Conghui He, Bingwei Chen, Zekun Yin, Zhenguo Zhang, Wenqiang Zhang, Tingjian Zhang,
Wei Xue, Weiguo Liu, Wanwang Yin, Guangwen Yang, and Xiaofei Chen. 18.9Pflopss Nonlinear Earthquake
Simulation on Sunway TaihuLight : Enabling Depiction of 18-Hz and 8-meter Scenarios. In Proceedings of the
International Conference for High Performance Computing, Networking, Storage and Analysis, SC ’17, pages
2:1-2:12, New York, NY, USA, 2017. ACM. ISBN 978-1-4503-5114-0. doi : 10.1145/3126908.3126910. URL
http://doi.acm.org/10.1145/3126908.3126910.

[24] F. Gatti, L. De Carvalho Paludo, A. Svay, F. Lopez-Caballero, R. Cottereau, and D. Clouteau. Investigation
of the earthquake ground motion coherence in heterogeneous non-linear soil deposits. Procedia Engineering,
199(Supplement C) :2354-2359, 2017. ISSN 1877-7058. doi : 10.1016/j.proeng.2017.09.232. URL http:
//www.sciencedirect.com/science/article/pii/S1877705817336822. X International Conference on
Structural Dynamics, EURODYN 2017.

[25] F. Gatti, S. Touhami, F. Lopez-Caballero, R. Paolucci, D. Clouteau, V. Alves Fernandes, M. Kham, and F. Vol-
doire. Broad-band 3-D earthquake simulation at nuclear site by an all-embracing source-to-structure approach.
Soil Dynamics and Earthquake Engineering, 115 :263-280, 2018. ISSN 0267-7261. doi : 10.1016/j.soildyn.
2018.08.028. URL http://www.sciencedirect.com/science/article/pii/S0267726118303890. doi:
10.1016/j.s0ildyn.2018.08.028.

[26] Filippo Gatti and Didier Clouteau. Towards blending physics-based numerical simulations and seismic databases
using generative adversarial network. Computer Methods in Applied Mechanics and Engineering, 372 :113421,
2020. ISSN 0045-7825. doi: 10.1016/j.cma.2020.113421. URL http://www.sciencedirect.com/science/
article/pii/S004578252030606X.

[27] Ian J. Goodfellow, Jean Pouget-Abadie, Mehdi Mirza, Bing Xu, David Warde-Farley, Sherjil Ozair, Aaron
Courville, and Yoshua Bengio. Generative Adversarial Networks, June 2014. URL http://arxiv.org/abs/
1406.2661. arXiv :1406.2661 [cs, stat].

[28] R. W. Graves and A. Pitarka. Broadband ground-motion simulation using a hybrid approach. Bulletin of
the Seismological Society of America, 100(5A) :2095-2123, October 2010. ISSN 0037-1106. doi : 10.1785/
0120100057. URL https://pubs.geoscienceworld.org/bssa/article/100/5A/2095-2123/325180.

[29] Seungu Han and Junhyeok Lee. Nu-wave 2 : A general neural audio upsampling model for various sampling rates.
In Interspeech 2022, Interspeech 2022, pages 4401-4405. ISCA, September 2022. doi : 10.21437/interspeech.
2022-45. URL http://dx.doi.org/10.21437/Interspeech.2022-45.

19



A PREPRINT - 25 AVRIL 2025

[30] Ali Hatamizadeh, Jiaming Song, Guilin Liu, Jan Kautz, and Arash Vahdat. Diffit : Diffusion vision transformers
for image generation. In Ale§ Leonardis, Elisa Ricci, Stefan Roth, Olga Russakovsky, Torsten Sattler, and Giil
Varol, editors, Computer Vision — ECCV 2024, pages 37-55, Cham, 2025. Springer Nature Switzerland. ISBN
978-3-031-73242-3.

[31] Kaiming He, Xinlei Chen, Saining Xie, Yanghao Li, Piotr Dollar, and Ross Girshick. Masked autoencoders
are scalable vision learners. In 2022 IEEE/CVF Conference on Computer Vision and Pattern Recognition
(CVPR), page 15979-15988, New Orleans, LA, USA, June 2022. IEEE. ISBN 978-1-6654-6946-3. doi :
10.1109/CVPR52688.2022.01553. URL https://ieeexplore.ieee.org/document/9879206/.

[32] Jonathan Ho and Tim Salimans. Classifier-free diffusion guidance. (arXiv :2207.12598), July 2022. doi :
10.48550/arXiv.2207.12598. URL http://arxiv.org/abs/2207.12598. arXiv :2207.12598 [cs].

[33] Jonathan Ho, Ajay Jain, and Pieter Abbeel. Denoising Diffusion Probabilistic Models. (arXiv :2006.11239),
December 2020. doi : 10.48550/arXiv.2006.11239. URL http://arxiv.org/abs/2006.11239.

[34] Sepp Hochreiter and Jiirgen Schmidhuber. Long short-term memory. Neural Computation, 9(8) :1735-1780,
November 1997. ISSN 0899-7667, 1530-888X. doi : 10.1162/neco.1997.9.8.1735. URL https://direct.
mit.edu/neco/article/9/8/1735-1780/6109.

[35] Muneo Hori and Tsuyoshi Ichimura. Application of Macro-Micro Analysis Method to Estimate Strong Motion
Distribution and Resulting Structure Response.

[36] Yanwen Huang, Xiaodan Sun, Junjie You, Cheng Yang, Dagang Lu, and Jie Zhang. Ground-motion generations
using multi-label conditional embedding—conditional denoising diffusion probabilistic model (ml-cddpm). Soil
Dynamics and Earthquake Engineering, 191 :109274, April 2025. ISSN 02677261. doi : 10.1016/j.s0ildyn.2025.
109274. URL https://linkinghub.elsevier.com/retrieve/pii/S0267726125000673.

[37] T Ichimura, M Hori, PE Quinay, MLL Wijerathne, T Suzuki, and S Noguchi. Comprehensive numerical analysis
of fault-structure systems—Computation of the large-scale seismic structural response to a given earthquake
scenario—. Earthquake Engineering & Structural Dynamics, 41(4) :795-811, 2012. doi : 10.1002/eqe.1158.

[38] Tsuyoshi Ichimura, Kohei Fujita, Atsushi Yoshiyuki, Pher Errol Quinay, Muneo Hori, and Takashi Sakanoue.
Performance Enhancement of Three-Dimensional Soil Structure Model via Optimization for Estimating Seismic
Behavior of Buried Pipelines. Journal of Earthquake and Tsunami, 11(05) :1750019, 2017. doi : 10.1142/
S1793431117500191. doi : 10.1142/S1793431117500191.

[39] Gottfried Jacquet. Hybrid physics-based/data-based seismic ground motion generator of a site. PhD thesis,
Université Paris-Saclay, Gif sur Yvette, 2024. URL https://cnrs.hal.science/tel-04654168/.

[40] Lukasz Kaczmarczyk, Zahur Ullah, Karol Lewandowski, Xuan Meng, Xiao-Yi Zhou, Ignatios Athanasiadis,
Hoang Nguyen, Christophe-Alexandre Chalons-Mouriesse, Euan Richardson, Euan Miur, Andrei Shvarts, Me-
bratu Wakeni, and Chris Pearce. MoFEM : An open source, parallel finite element library. Journal of
Open Source Software, 5(45) :1441, January 2020. ISSN 2475-9066. doi : 10.21105/joss.01441. URL
https://joss.theoj.org/papers/10.21105/joss.01441.

[41] Diederik P. Kingma and Jimmy Ba. Adam : A Method for Stochastic Optimization, January 2017. URL
http://arxiv.org/abs/1412.6980. arXiv :1412.6980 [cs].

[42] Diederik P. Kingma and Max Welling. Auto-encoding variational bayes. (arXiv :1312.6114), December 2022.
URL http://arxiv.org/abs/1312.6114. arXiv :1312.6114 [cs, stat].

[43] Benjamin S. Kirk, John W. Peterson, Roy H. Stogner, and Graham F. Carey. jcode;libMesh;/code;, : a C++ library
for parallel adaptive mesh refinement/coarsening simulations. Engineering with Computers, 22(3—4) :237-254,
2006.

[44] M. Korres, F. Lopez-Caballero, V. Alves Fernandes, F. Gatti, I. Zentner, F. Voldoire, D. Clouteau, and D. Castro-
Cruz. Enhanced seismic response prediction of critical structures via 3d regional scale physics-based earthquake
simulation. Journal of Earthquake Engineering, 27(3) :546-574, February 2023. ISSN 1363-2469, 1559-
808X. doi : 10.1080/13632469.2021.2009061. URL https://www.tandfonline.com/doi/full/10.1080/
13632469.2021.2009061.

[45] M. Kristekova, J. Kristek, and P. Moczo. Time-frequency misfit and goodness-of-fit criteria for quantita-
tive comparison of time signals. Geophysical Journal International, 178(2) :813-825, August 2009. ISSN
0956540X, 1365246X. doi : 10.1111/j.1365-246X.2009.04177.x. URL https://academic.oup.com/gji/
article-lookup/doi/10.1111/5.1365-246X.2009.04177.x. tex.optissn : 1365-246X.

[46] Junhyeok Lee and Seungu Han. NU-Wave : A Diffusion Probabilistic Model for Neural Audio Upsampling. In
Interspeech 2021, pages 1634-1638, June 2021. doi : 10.21437/Interspeech.2021-36. URL https://link.
springer.com/10.1007/s10596-021-10052-3.

20



A PREPRINT - 25 AVRIL 2025

[47] Fanny Lehmann, Filippo Gatti, Michaél Bertin, and Didier Clouteau. Synthetic ground motions in heterogeneous
geologies : the hemew-3d dataset for scientific machine learning. January 2024. doi : 10.5194/essd-2023-470.
URL https://essd.copernicus.org/preprints/essd-2023-470/.

[48] Yuanming Li, Dongsik Yoon, Bonhwa Ku, and Hanseok Ko. ConSeisGen : Controllable Synthetic Seismic
Waveform Generation. IEEE Geoscience and Remote Sensing Letters, 21 :1-5, 2024. ISSN 1545-598X, 1558-
0571. doi : 10.1109/LGRS.2023.3338652. URL https://ieeexplore.ieee.org/document/10339272/.

[49] IlyaLoshchilov and Frank Hutter. Decoupled Weight Decay Regularization, January 2019. URL http://arxiv.
org/abs/1711.05101. arXiv :1711.05101 [cs, math].

[50] Cheng Lu, Yuhao Zhou, Fan Bao, Jianfei Chen, Chongxuan Li, and Jun Zhu. Dpm-solver : A fast ode solver
for diffusion probabilistic model sampling in around 10 steps. (arXiv :2206.00927), October 2022. URL
http://arxiv.org/abs/2206.00927. arXiv :2206.00927 [cs, stat].

[51] Lucia Luzi, Giovanni Lanzano, Chiara Felicetta, Maria Clara D’Amico, Emiliano Russo, Sara Sgobba, Francesca
Pacor, and ORFEUS Working Group 5. Engineering strong motion database (esm), version 2.0, July 2020. URL
https://data.ingv.it/en/dataset/418.

[52] Stéphane Mallat. A wavelet tour of signal processing : the sparse way. Elsevier/Academic Press, Amsterdam
Boston, 3rd ed edition, 2009. ISBN 978-0-12-374370-1.

[53] Mohsen Masoudifar, Mojtaba Mahsuli, and Ertugrul Taciroglu. Deep learning-based stochastic ground mo-
tion modeling using generative adversarial and convolutional neural networks. Soil Dynamics and Earthquake
Engineering, 2025.

[54] E. Maufroy, E. Chaljub, F. Hollender, J. Kristek, P. Moczo, P. Klin, E. Priolo, A. Iwaki, T. Iwata, V. Etienne,
F. De Martin, N. P. Theodoulidis, M. Manakou, C. Guyonnet-Benaize, K. Pitilakis, and P.-Y. Bard. Earthquake
Ground Motion in the Mygdonian Basin, Greece : The E2VP Verification and Validation of 3D Numerical
Simulation up to 4 Hz. Bulletin of the Seismological Society of America, 105(3) :1398-1418, June 2015. doi :
10.1785/0120140228. doi : 10.1785/0120140228.

[55] EMaufroy, E Chaljub, F Hollender, P-Y Bard, J Kristek, P Moczo, Florent De Martin, N Theodoulidis, M Manakou,
C Guyonnet-Benaize, et al. 3D numerical simulation and ground motion prediction : Verification, validation and
beyond-Lessons from the E2VP project. Soil Dynamics and Earthquake Engineering, 91 :53-71, 2016. doi :
10.1016/j.50ildyn.2016.09.047. doi : 10.1016/j.s0ildyn.2016.09.047.

[56] I Mazzieri, M Stupazzini, R Guidotti, and C Smerzini. Speed : Spectral elements in elastodynamics with
discontinuous galerkin : a non-conforming approach for 3d multi-scale problems : Speed : A nonconforming
approach for 3d multiscale problems. International Journal for Numerical Methods in Engineering, 95(12) :
991-1010, September 2013. ISSN 00295981. doi : 10.1002/nme.4532. URL https://onlinelibrary.
wiley.com/doi/10.1002/nme.4532.

[57] David McCallen, Floriana Petrone, Mamun Miah, Arben Pitarka, Arthur Rodgers, and Norman Abrahamson.
EQSIM-A multidisciplinary framework for fault-to-structure earthquake simulations on exascale computers,
part II : Regional simulations of building response. Earthquake Spectra, 0(0) :8755293020970980, 0. doi :
10.1177/8755293020970980. URL https://doi.org/10.1177/8755293020970980.

[58] S. Mostafa Mousavi, Yixiao Sheng, Weiqgiang Zhu, and Gregory C. Beroza. Stanford earthquake dataset (stead) :
A global data set of seismic signals for ai. IEEE Access, 7 :179464-179476, 2019. ISSN 2169-3536. doi :
10.1109/ACCESS.2019.2947848. URL https://ieeexplore.ieee.org/document/8871127/.

[59] S. Mostafa Mousavi, Weigiang Zhu, William Ellsworth, and Gregory Beroza. Unsupervised clustering of
seismic signals using deep convolutional autoencoders. IEEE Geoscience and Remote Sensing Letters, 16
(11) :1693-1697, November 2019. ISSN 1545-598X, 1558-0571. doi : 10.1109/LGRS.2019.2909218. URL
https://ieeexplore.ieee.org/document/8704258/.

[60] Pavan Mohan Neelamraju, Jahnabi Basu, and S. T. G. Raghukanth. Ground motion model for acceleration
response spectra using conditional-generative adversarial network. Natural Hazards, November 2024. ISSN
1573-0840. doi : 10.1007/s11069-024-06988-1. URL https://doi.org/10.1007/s11069-024-06988-1.

[61] Tomohisa Okazaki, Hirotaka Hachiya, Naonori Ueda, Asako Iwaki, Takahiro Maeda, and Hiroyuki Fujiwara.
Synthesis of broadband ground motions using embedding and neural networks. 2019. URL https://api.
semanticscholar.org/CorpusID:227646200.

[62] Tomohisa Okazaki, Hirotaka Hachiya, Asako Iwaki, Takahiro Maeda, Hiroyuki Fujiwara, and Naonori Ueda.
Simulation of broad-band ground motions with consistent long-period and short-period components using the
wasserstein interpolation of acceleration envelopes. Geophysical Journal International, 227(1) :333-349, July
2021. ISSN 0956-540X, 1365-246X. doi : 10.1093/gji/ggab225. URL https://academic.oup.com/gji/
article/227/1/333/6295311.

21



A PREPRINT - 25 AVRIL 2025

[63] Tomohisa Okazaki, Nobuyuki Morikawa, Asako Iwaki, Hiroyuki Fujiwara, Tomoharu Iwata, and Naonori Ueda.
Ground-motion prediction model based on neural networks to extract site properties from observational records.
Bulletin of the Seismological Society of America, 111(4) :1740-1753, August 2021. ISSN 0037-1106, 1943-
3573. doi : 10.1785/0120200339. URL https://pubs.geoscienceworld.org/bssa/article/111/4/
1740/597791/Ground-Motion-Prediction-Model-Based-on-Neural.

[64] Vivek Oommen, Aniruddha Bora, Zhen Zhang, and George Em Karniadakis. Integrating neural operators with
diffusion models improves spectral representation in turbulence modeling. (arXiv :2409.08477), September 2024.
URL http://arxiv.org/abs/2409.08477. arXiv :2409.08477 [cs].

[65] Yuichi Otsuka, Yukio Tamari, Kohei Fujita, and Tsuyoshi Ichimura. Large-scale 3d seismic response analysis
considering soil liquefaction in an urban area using the supercomputer “fugaku”. Japanese Geotechnical Society
Special Publication, 10(46) :1735-1740, 2024. ISSN 2188-8027. doi : 10.3208/jgssp.v10.0S-35-06.

[66] Roberto Paolucci, Francesca Pacor, Rodolfo Puglia, Gabriele Ameri, Carlo Cauzzi, and Marco Massa. Record
processing in ITACA, the New Italian Strong-Motion Database, volume 14, pages 99-113. 11 2011. ISBN
978-94-007-0151-9. doi : 10.1007/978-94-007-0152-6{\ _}8.

[67] Roberto Paolucci, Filippo Gatti, Maria Infantino, Ali G. Ozcebe, Chiara Smerzini, and Marco Stupazzini. Broad-
band ground motions from 3D physics-based numerical simulations using Artificial Neural Networks. Bulletin
of the Seismological Society of America, 108((3A)) :1272-1286, May 2018. doi : 10.1785/0120170293.

[68] Roberto Paolucci, Chiara Smerzini, and Manuela Vanini. Bb-speedset : A validated dataset of broadband
near-source earthquake ground motions from 3d physics-based numerical simulations. Bulletin of the Seis-
mological Society of America, 111(5) :2527-2545, October 2021. ISSN 0037-1106, 1943-3573. doi :
10.1785/0120210089. URL https://pubs.geoscienceworld.org/bssa/article/111/5/2527/606208/
BB-SPEEDset-A-Validated-Dataset-of-Broadband-Near.

[69] S. Pascual, A. Bonafonte, and J. Serra. SEGAN : speech enhancement generative adversarial network. CoRR,
abs/1703.09452, 2017. URL http://arxiv.org/abs/1703.09452.

[70] William Peebles and Saining Xie. Scalable diffusion models with transformers, 2023. URL https://arxiv.
org/abs/2212.09748.

[71] Niccolo Perrone, Fanny Lehmann, Hugo Gabrielidis, Stefania Fresca, and Filippo Gatti. Integrating fourier
neural operators with diffusion models to improve spectral representation of synthetic earthquake ground motion
response. (arXiv :2504.00757), April 2025. doi : 10.48550/arXiv.2504.00757. URL http://arxiv.org/abs/
2504.00757. arXiv :2504.00757 [cs].

[72] Arben Pitarka, Robert Graves, Kojiro Irikura, Ken Miyakoshi, Changjiang Wu, Hiroshi Kawase, Arthur Rod-
gers, and David McCallen. Refinements to the Graves—Pitarka Kinematic Rupture Generator, Including a
Dynamically Consistent Slip-Rate Function, Applied to the 2019 Mw 7.1 Ridgecrest Earthquake. Bulle-
tin of the Seismological Society of America, October 2021. ISSN 0037-1106, 1943-3573. doi : 10.1785/
0120210138. URL https://pubs.geoscienceworld.org/bssa/article/doi/10.1785/0120210138/
608239/Refinements-to-the-Graves-Pitarka-Kinematic.

[73] Babak Poursartip, Arash Fathi, and John L Tassoulas. Large-scale simulation of seismic wave motion : A review.
Soil Dynamics and Earthquake Engineering, 129 :105909, 2020. ISSN 0267-7261. doi : 10.1016/j.s0ildyn.2019.
105909. URL http://www.sciencedirect.com/science/article/pii/S0267726118314386.

[74] Pu Ren, Rie Nakata, Maxime Lacour, Ilan Naiman, Nori Nakata, Jialin Song, Zhengfa Bi, Osman Asif Malik,
Dmitriy Morozov, Omri Azencot, N. Benjamin Erichson, and Michael W. Mahoney. Learning Physics for
Unveiling Hidden Earthquake Ground Motions via Conditional Generative Modeling. (arXiv :2407.15089), July
2024. URL http://arxiv.org/abs/2407.15089. arXiv :2407.15089 [physics].

[75] Otilio Rojas, Marisol Monterrubio-Velasco, Juan E Rodriguez, Scott Callaghan, Claudia Abril, Benedikt Holldor-
son, Milad Kowsari, Farnaz Bayat, Kim Olsen, and Josep de. CyberShake Earthquake Fault Rupture Modeling
and Ground motion Simulations for the Southwest Iceland Transform Zone. 2024.

[76] Robin Rombach, Andreas Blattmann, Dominik Lorenz, Patrick Esser, and Bjorn Ommer. High-resolution image
synthesis with latent diffusion models. (arXiv :2112.10752), April 2022. doi : 10.48550/arXiv.2112.10752. URL
http://arxiv.org/abs/2112.10752. arXiv :2112.10752 [cs].

[77] Olaf Ronneberger, Philipp Fischer, and Thomas Brox. U-net : Convolutional networks for biomedical image
segmentation. (arXiv :1505.04597), May 2015. doi : 10.48550/arXiv.1505.04597. URL http://arxiv.org/
abs/1505.04597. arXiv :1505.04597 [cs].

[78] F. Sabetta and A. Pugliese. Estimation of response spectra and simulation of nonstationary earthquake ground
motions. Bulletin of the Seismological Society of America, 86(2) :337-352, 1996.

22



A PREPRINT - 25 AVRIL 2025

[79] Chitwan Saharia, Jonathan Ho, William Chan, Tim Salimans, David J. Fleet, and Mohammad Norouzi. Image
Super-Resolution via Iterative Refinement, June 2021. URL http://arxiv.org/abs/2104.07636.

[80] Sara Sgobba, Chiara Felicetta, Giovanni Lanzano, Fadel Ramadan, Maria D’Amico, and Francesca Pacor. Ness2.0:
An updated version of the worldwide dataset for calibrating and adjusting ground-motion models in near source.
Bulletin of the Seismological Society of America, 111(5) :2358-2378, October 2021. ISSN 0037-1106, 1943-
3573. doi : 10.1785/0120210080. URL https://pubs.geoscienceworld.org/bssa/article/111/5/
2358/605736/NESS2-0-An-Updated-Version-of-the-Worldwide.

[81] Jiaxu Shen, BoNi, Yinjun Ding, Jiecheng Xiong, Zilan Zhong, and Jun Chen. Aftershock ground motion prediction
model based on conditional convolutional generative adversarial networks. Engineering Applications of Artificial
Intelligence, 133 :108354, 2024. ISSN 0952-1976. doi : https://doi.org/10.1016/j.engappai.2024.108354. URL
https://www.sciencedirect.com/science/article/pii/S0952197624005128.

[82] C. Smerzini and M. Villani. Broadband numerical simulations in complex near-field geological configura-
tions : The case of the 2009 mw 6.3 I'aquila earthquake. Bulletin of the Seismological Society of Ame-
rica, 102(6) :2436-2451, December 2012. ISSN 0037-1106. doi : 10.1785/0120120002. URL https:
//pubs.geoscienceworld.org/bssa/article/102/6/2436-2451/331539.

[83] C. Smerzini, M. Vanini, R. Paolucci, P. Renault, and P. Traversa. Regional physics-based simulation of ground
motion within the Rhéne Valley, France, during the MW 4.9 2019 Le Teil earthquake. Bulletin of Earthquake
Engineering, 21(4) :1747-1774, March 2023. ISSN 1570-761X, 1573-1456. doi : 10.1007/s10518-022-01591-w.
URL https://link.springer.com/10.1007/s10518-022-01591-w.

[84] Jiaming Song, Chenlin Meng, and Stefano Ermon. Denoising Diffusion Implicit Models, October 2022. URL
http://arxiv.org/abs/2010.02502. arXiv :2010.02502 [cs].

[85] Valeria Soto and Fernando Lopez-Caballero. Integrated assessment of basin effects on seismic damage : A
coupled 3d sem-fem approach with domain reduction method. January 2024. doi : 10.21203/rs.3.rs-3872449/v1.
URL https://www.researchsquare.com/article/rs-3872449/vl.

[86] Marco Stupazzini, Maria Infantino, Alexander Allmann, and Roberto Paolucci. Physics-based probabilistic
seismic hazard and loss assessment in large urban areas : A simplified application to Istanbul. Earthquake
Engineering & Structural Dynamics, 50(1) :99-115, 2021. doi : https://doi.org/10.1002/eqe.3365. URL https:
//onlinelibrary.wiley.com/doi/abs/10.1002/eqe.3365.

[87] Hoang Thanh-Tung and Truyen Tran. On Catastrophic Forgetting and Mode Collapse in Generative Adversarial
Networks, March 2020. URL http://arxiv.org/abs/1807.04015. arXiv :1807.04015 [cs, stat].

[88] Sara Touhami, Filippo Gatti, Fernando Lopez-Caballero, Régis Cottereau, Licio de Abreu Corréa, Ludovic
Aubry, and Didier Clouteau. Sem3d : A 3d high-fidelity numerical earthquake simulator for broadband (010 hz)
seismic response prediction at a regional scale. Geosciences, 12(3) :112, March 2022. ISSN 2076-3263. doi :
10.3390/geosciences12030112. URL https://www.mdpi.com/2076-3263/12/3/112.

[89] Daniele Trappolini, Laura Laurenti, Giulio Poggiali, Elisa Tinti, Fabio Galasso, Alberto Michelini, and Chris
Marone. Cold diffusion model for seismic denoising. Journal of Geophysical Research : Machine Learning and
Computation, 1(2) :e2024JH000179, June 2024. ISSN 2993-5210, 2993-5210. doi : 10.1029/2024JH000179.
URL https://agupubs.onlinelibrary.wiley.com/doi/10.1029/2024JH000179.

[90] Ashish Vaswani, Noam Shazeer, Niki Parmar, Jakob Uszkoreit, Llion Jones, Aidan N. Gomez, Lukasz Kaiser,
and Illia Polosukhin. Attention is all you need, February 2023. URL http://arxiv.org/abs/1706.03762.

[91] Sanchayan Vivekananthan. Comparative analysis of generative models : Enhancing image synthesis with vaes,
gans, and stable diffusion. (arXiv :2408.08751), August 2024. doi : 10.48550/arXiv.2408.08751. URL http:
//arxiv.org/abs/2408.08751. arXiv :2408.08751 [cs].

[92] Sara Aniko Wirp, Alice-Agnes Gabriel, Thomas Ulrich, and Stefano Lorito. =~ Dynamic rupture mo-
deling of large earthquake scenarios at the Hellenic Arc toward physics-based seismic and tsunami
hazard assessment. Journal of Geophysical Research : Solid Earth, 129(11) :1-36, 2024. doi : 10.
22541/essoar.171466347.70823241/vl. URL https://essopenarchive.org/users/770523/articles/
843496-dynamic-rupture-modeling-of-large-earthquake-scenarios-at-the-hellenic-arc-toward-physics-b
commit=b8a4e646570cc8634adb231901faa8c2ebc491d4.

[93] Mitchell Withers, Richard Aster, Christopher Young, Judy Beiriger, Mark Harris, Susan Moore, and Julian
Trujillo. A comparison of select trigger algorithms for automated global seismic phase and event detection.
Bulletin of the Seismological Society of America, 88(1) :95-106, 1998.

[94] Mengping Yang, Zhe Wang, Ziqgiu Chi, and Wenyi Feng. WaveGAN : Frequency-Aware GAN for High-Fidelity
Few-Shot Image Generation, volume 13675 of Lecture Notes in Computer Science, pages 1-17. Springer

23



A PREPRINT - 25 AVRIL 2025

Nature Switzerland, Cham, 2022. ISBN 978-3-031-19783-3. doi : 10.1007/978-3-031-19784-0\_1. URL
https://link.springer.com/10.1007/978-3-031-19784-0\_1.

[95] Linfeng Zhang, Xin Chen, Xiaobing Tu, Pengfei Wan, Ning Xu, and Kaisheng Ma. Wavelet knowledge distillation :
Towards efficient image-to-image translation, 2022. URL https://arxiv.org/abs/2203.06321.

[96] Weiqiang Zhu, S. Mostafa Mousavi, and Gregory C. Beroza. Chapter four - seismic signal augmentation
to improve generalization of deep neural networks. In Ben Moseley and Lion Krischer, editors, Machine
Learning in Geosciences, volume 61 of Advances in Geophysics, pages 151-177. Elsevier, 2020. doi : https:
//doi.org/10.1016/bs.agph.2020.07.003. URL https://www.sciencedirect.com/science/article/pii/
S0065268720300030.

[97] X. Zhu, H. Wang, and Y. Liu. Bayesian seismic source inversion with a 3-d earth model of the earth’s crust.
Journal of Geophysical Research : Solid Earth, 127(4) :2022JB024231, 2022. doi : 10.1029/2022JB024231.
URL https://agupubs.onlinelibrary.wiley.com/doi/10.1029/2022]1B024231.

[98] L. Zuchowski, M. Brun, and F. De Martin. Co-simulation coupling spectral/finite elements for 3D soil/structure
interaction problems. Comptes Rendus Mécanique, 346(5) :408-422, May 2018. ISSN 16310721. doi : 10.1016/
j.crme.2018.02.001. URL https://linkinghub.elsevier.com/retrieve/pii/S1631072118300305.

24



