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Abstract

Target-Oriented Dialogue (TOD) remains a sig-
nificant challenge in the LLM era, where strate-
gic dialogue planning is crucial for directing
conversations toward specific targets. However,
existing dialogue planning methods generate
dialogue plans in a step-by-step sequential man-
ner, and may suffer from compounding errors
and myopic actions. To address these limi-
tations, we introduce a novel dialogue plan-
ning framework, DiffT0D, which leverages
diffusion models to enable non-sequential dia-
logue planning. Dif£TOD formulates dialogue
planning as a trajectory generation problem
with conditional guidance, and leverages a dif-
fusion language model to estimate the likeli-
hood of the dialogue trajectory. To optimize
the dialogue action strategies, Dif£TOD intro-
duces three tailored guidance mechanisms for
different target types, offering flexible guid-
ance towards diverse TOD targets at test time.
Extensive experiments across three diverse
TOD settings show that DiffTOD can effec-
tively perform non-myopic lookahead explo-
ration and optimize action strategies over a long
horizon through non-sequential dialogue plan-
ning, and demonstrates strong flexibility across
complex and diverse dialogue scenarios. Our
code and data are accessible through https:
//anonymous.4open.science/r/DiffTOD.

1 Introduction

Target-Oriented Dialogue (TOD) systems can as-
sist users in accomplishing specific targets through
interactive natural language conversations (Deng
et al., 2023a; Qin et al., 2023), such as completing
a transaction (He et al., 2018) and providing per-
sonalized recommendations (Wang et al., 2023b).
With the rise of Large Language Models (LLMs),
TOD systems have undergone a paradigm shift
towards LLMe-integrated architectures, which is
highly capable of generating high-quality, human-
like responses that enhance user engagement ex-
periences. (Ou et al., 2024; Deng et al., 2024b).
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Figure 1: Using sequential and non-sequential dialogue
planning methods for negotiation dialogues.

However, since LLMs are typically trained to fol-
low instructions in a passive manner (Ouyang et al.,
2022), they often lack the proactivity to plan and
guide the conversation towards the intended tar-
get (Hao et al., 2023; Deng et al., 2025), a crucial
property for the successful accomplishment of tar-
gets in TOD (Wang et al., 2023c; He et al., 2024).
Therefore, how to develop effective dialogue plan-
ning methods for LLM-powered TOD agents that
can strategically guide the conversation towards the
target remains an ongoing challenge (Wang et al.,
2023c; Deng et al., 2024b).

To enhance the dialogue planning capability of
LLMs, existing methods prompt LLMs to gen-
erate dialogue plans through reflection (Zhang
et al., 2023a; Deng et al., 2023b) or demonstra-
tion (Zheng et al., 2024) mechanisms, or formu-
late TOD as a Markovian Decision Process (Bell-
man, 1957) (MDP) and train policy-based agents
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via reinforcement learning to learn dialogue strate-
gies (Deng et al., 2024b). However, as LLMs gener-
ate text in an autoregressive manner and policy gra-
dient relies on the sequential assumption in MDP,
all these methods generate dialogue plans in a step-
by-step sequential manner. As a result, they can
only plan the next dialogue action based on the
observation of previous responses without look-
ing ahead, which may suffer from compounding
errors and myopic actions (Jiang et al., 2016; Ma
et al., 2025). By contrast, non-sequential dialogue
planning methods can generate dialogue actions
by considering both the past and possible future
responses with iterative refinement, offering desir-
able properties such as lookahead reasoning and
maintaining global consistency for overall achieve-
ment of the target (Janner et al., 2022; Zhang et al.,
2023b). For example, in the negotiation dialogue in
Figure 1, non-sequential planning method can gen-
erate a dialogue action (propose a price of $375)
by considering both the previous history and the
future target, and make dynamic adjustments to the
price range accordingly. By comparison, sequential
planning method gets stuck in suboptimal dialogue
actions that fail to negotiate a lower price.

In this work, we aim to develop a non-sequential
dialogue planning framework, called DiffT0D,
to address the limitations mentioned above. To
achieve this, we first demonstrate that dialogue
planning can be transformed into a trajectory gen-
eration problem. By relaxing the sequential con-
straint in MDP to allow for non-sequential gen-
eration, we reveal a strong connection between
the likelihood of the generated trajectory and the
denoising process in diffusion models (Ho et al.,
2020). Based on this insight, we adopt a masked
diffusion language model (Lou et al., 2024) to
model the likelihood of the trajectory by fine-tuning
it on the dialogue history from the training dataset.
Furthermore, to ensure the optimality of the action
strategies in the generated trajectories, we decom-
pose the likelihood of trajectory generation into (1)
an unconditional part generated by the diffusion
model, and (2) a conditional part that allows for
flexible guidance at test time to modify the trajec-
tory sampling process towards the desired dialogue
target. Based on this decomposition, we design
three guidance mechanisms tailored to different
types of target in TOD, which can be applied sepa-
rately or combine to effectively guide the dialogue
toward the target. Extensive experiments across
three diverse TOD settings show that DiffT0OD sub-

stantially outperforms baselines on target achieve-

ment success and demonstrates strong flexibility

across complex and diverse dialogue scenarios.
Our contributions are summarized as follows:

* We present Diff£TOD, a novel dialogue planning
framework that leverages a diffusion language
model for non-sequential dialogue planning.

* We design three guidance mechanisms tailored
to different types of TOD targets, enabling effec-
tive and flexible control at test time to direct the
dialogue towards diverse and complex targets.

e Our extensive experiments show that DiffTOD
outperforms baseline methods and demonstrates
strong flexibility across diverse scenarios.

2 Related Works
2.1 LLM-Integrated Dialogue Planning

To enhance the dialogue planning capability of
LLMs, several approaches have been proposed
along various dimensions, such as intricate prompt
engineering to trigger the planning and reflection of
LLMs (Zhang et al., 2023a; Deng et al., 2023b), im-
proving the planning capability of LLMs through
demonstrations (Zheng et al., 2024), integrating
LLMs with a plug-and-play policy learning plan-
ner (Deng et al., 2024b), and applying dual-process
theory to guide dialogue planning (He et al., 2024).
Despite promising, all these methods generate di-
alogue plans in a step-by-step sequential manner.
Such sequential approach may struggle with targets
that require complex planning and reasoning over
multiple conversational turns (Kambhampati et al.,
2024; Ye et al., 2025). In contrast, Dif£TOD lever-
ages a diffusion model for non-sequential dialogue
planning, which can effectively optimize dialogue
actions for overall target achievement and allow
for flexible guidance at test time.

2.2 Diffusion Models

Diffusion models have emerged as a powerful
class of generative models known for their abil-
ity to generate high-quality data through iterative
denoising (Sohl-Dickstein et al., 2015; Ho et al.,
2020; Song and Ermon, 2019). They have found
widespread applications across various domains,
such as image synthesis (Dhariwal and Nichol,
2021; Rombach et al., 2022), protein design (Wat-
son et al., 2023; Gruver et al., 2023), molecular
generation (Chen et al., 2025), and trajectory gen-
eration for reinforcement learning (Janner et al.,
2022; He et al., 2023a). Recently, diffusion models



have also shown remarkable potential in text gen-
eration, with approaches ranging from continuous
diffusion language models that denoise from a la-
tent space of word embeddings (Gong et al., 2023;
Gulrajani and Hashimoto, 2024), and discrete dif-
fusion language models that generate text from a
sequence of mask tokens (Austin et al., 2021; He
etal., 2023b; Lou et al., 2024). Different from these
methods, Dif£TOD focuses on optimizing dialogue
strategies with diffusion models, and can generate
dialogue plans that effectively achieve the target
across diverse and complex scenarios.

3 Dialogue Planning for TOD

3.1 Target-Oriented Dialogue

A Target-Oriented Dialogue (TOD) consists of al-
ternating responses between the user and the sys-
tem, and a target ¢ € G (e.g., recommending a
specific item, reaching a deal with the user) that the
system aims to achieve during the conversation. It
can be formulated as follows:

where (df, d}') denotes the ¢-th conversational turn
consisting of the system’s response d; and the
user’s response dj’, T’ denotes the maximum num-
ber of conversational turns. The starting conversa-
tion turn (df}, df}) is usually initialized with a pre-
defined utterance dg, from the system’s side (e.g.,
start the conversation by greeting with the user)
followed by the user’s response d;;. We denote dj
as an empty string if the conversation starts from
the user’s side.

3.2 Conversational MDP

To establish a principled framework for dialogue
planning and optimization, we formulate TOD as
a Markovian Decision Process (MDP) (Bellman,
1957). The conversational MDP is defined by a
quintuple M = {S, A, T,R,~}, where S denotes
the set of states, which summarizes all the infor-
mation about the conversation history and the di-
alogue context; .4 denotes the set of actions that
the system can take at each conversational turn;
T :S x A — S denotes the transition to the next
state after taking an action from the current state;
R : S x A — R denotes the immediate reward
after taking an action; and v € (0, 1) denotes the
discount factor. An illustration on how to calculate
the state and the action is in Appendix A.

State At each conversational turn ¢, the state
s¢ € &S is defined as a sequence s; =
(dy, dg,--- ,di_,d; ;) that includes all the user’s
and the system’s responses from previous turns.
Besides, the system also has access to all the in-
formation about the dialogue context, such as the

user’s profile and the decription of the target item.

Action The set of action A denotes all the re-
sponses that the system can take in the conversation.
At each conversational turn ¢, the system takes an
action a; € A and generates a response d;.

Transition The transition function 7 : S X
A — S denotes the transition to the next state
s¢+1 € S from the current state s; € S. Af-
ter the system takes an action a; € A, the user
will give a response dj, and the next state 5,41 =
(dg,dg,--- ,di_q,dyq,dj,d}) is updated to in-
clude the user’s and the system’s responses at the
current conversational turn ¢.

Reward The reward function R : r(s,a) — R
denotes the immediate reward after taking an action
a; € A at the current state s; € S. Usually, we
assign a positive when the conversation achieves
the target (e.g., a deal is reached), a negative reward
when the conversation fails to achieve the target
(e.g., fail to reach a deal), and no reward is assigned
during the conversation.

Dialogue Trajectory We define a dialogue tra-
jectory 7o+ = (S0, a0, - , S¢,at) as a sequence of
states and actions up until the ¢-th turn.

3.3 Dialogue Planning

Based on the definition of MDP, the problem of di-
alogue planning can be formulated as a constrained
trajectory optimization problem. The goal is to find
a sequence of optimal actions a]., that maximize
the cumulative reward, subject to the constraint
that the transition from the current state s; to the
next state s;11 should follow the transition func-
tion 7 defined in MDP. Note that we exclude the
first action ag from the optimization problem, since
the conversation usually begins with a predefined
opening from the system. Formally, the problem of
dialogue planning can be defined as follows:

T
* t
Gp.;p = arginax Y7 (st at)
a1 Zt:l (2)

S.t., Sty1 = T(St, at), 0<t<T,

where 7y, (s, a;) and T denote the discount factor,
the reward function and the transition function in



the conversational MDP.

Following the literature (Wang et al., 2023c;
Deng et al., 2024b), we decompose the TOD task
into two stages: dialogue planning and dialogue
generation. After a dialogue plan is constructed,
we prompt an LLM to role play as the system: at
each conversational turn, the system will interact
with the user and generate a response that strictly
follows the action strategies in the dialogue plan.

4 Introducing DiffT0OD
4.1 Trajectory Modeling with Diffusion Model

To solve the optimization problem in Equation 2,
we define a planner py,(a¢|s;) that generates an
action a; given the current state s¢, and an envi-
ronment pg, (s¢|st—1,at—1) that generates the next
state s; given the current state s;_; and action
a¢—1. The planner and the environment will work
together to generate a series of states s;.7 and ac-
tions aj.7 that constitute the trajectory 7p.7. The
dialogue planning problem can then be transformed
in to a trajectory generation problem as follows:

0,0 (T0:7)=p (50, @0) - o, 0. (51,01, "+, ST, aT)
T
p(s0, ao) Hpee stlsi—1,ai-1) - po, (ar|st)
t=1
T
507a0 H 9;0,9 Staat‘st 1, At— 1)
(3)

Note that we exclude sp and a( from the optimiza-
tion problem, since the conversation typically be-
gins with a predefined opening from the system.
By Markov property, p(s¢, at|si—1,ai-1) = p(st,
atls1i-1,a1:0-1) = P81, 01:4]S1:6-1, Q1:-1)-
Therefore, the likelihood of the trajectory pg(7o.7)
can be rewritten as follows:

o,,.0.(T0.7)=Pp(50,00) H 10,0 (T1:t|T1:6-1). (4)
=1

This formulation shows that the likelihood of the
trajectory can be decomposed into a prior distri-
bution p(sp,ap) and the product of conditional
distributions py, g, (71:¢|71:t—1). The conditional
distributions can be interpreted as a trajectory in-
painting process, where a partially observed tra-
jectory with only a subset of states and actions
T1.4—1 18 progressively reconstructed into a more
complete trajectory with additional state and ac-
tion information (71.;). More generally, if we allow

for non-sequential generation of states and actions,
and decompose the whole generation process into
N steps, with 7" representing a partially observed
trajectory, 7! representing a more complete tra-
jectory, 7V representing the trajectory with only
the initial state and action, and 7° representing the
complete trajectory, we can see that Equation 4 is
actually closed related with the denoising process
of diffusion models (Ho et al., 2020):

po (%) Hpe . (5)

Using this formulation, we can train a genera-
tive diffusion model py that can reconstruct the
entire trajectory 7° from any incomplete trajec-
tory 7". In this way, the diffusion model pg can
function both as the planner that generates ac-
tions a; when 7" = {sg,ag, - ,St—1,a¢—1, St}
and the environment that generates s;1; when
= {s0,a0, -, S¢,a;}. Note that the denoising
process of the diffusion model introduces another
“step” variable. We use the subscript ¢(0<t<T")
to denote the conversational turn, and superscript
n(0<n<N) to denote the diffusion step.

While this formulation is general, a key design
choice remains undecided: choosing an appropriate
space to represent the state and action and defining
how they should be represented in that space. In
our implementation, we choose to represent the
state and actions in its original natural language
form, and fine-tune a masked diffusion language
model (Lou et al., 2024) on the dialogue history
from the training dataset to model the likelihood
of pg. To avoid unnecessary repetition of the same

7, di* across multiple states and actions, we model
the likelihood of the trajectory with the equivalent
formulation 7o, = {df, dfj,--- ,dj_,,d}" 1,di} by
concatenating all the dialogue context and history
in its natural language form.

While representing state and action in the natural
language form is simple and intuitive, we also note
that our formulation supports other design choices,
such as representing state and action in a unified
latent space (Hao et al., 2024). We leave the study
of alternative design choices for future work.

4.2 Optimizing Action Strategies

A common characteristic of the TOD datasets is
that the action strategies in the conversation his-
tory are often suboptimal and not explicitly opti-
mized for achieving the target. For example, in the



CraigslistBargain dataset (He et al., 2018), some
buyer-seller conversations end without reaching a
deal. As a result, the diffusion model trained on
these datasets may learn to generate valid but often
suboptimal actions. To guide the diffusion model
to generate optimal actions, inspired by the control-
as-inference graphical model (Levine, 2018; Jan-
ner et al., 2022), we introduce a binary variable
O € {0, 1} that indicates whether the dialogue
trajectory achieves the target g, and factorize the
likelihood of generating a trajectory conditioned
on O =1 as follows:

po(10.7|/O = 1) x pg(10.7) - Po(O = 1|70.77) (6)

This formulation decomposes the trajectory gener-
ation process into two parts: sampling the trajec-
tory 79.7 with the diffusion model, and calculating
p(O = 1|7p.1) as guidance to ensure that the gen-
erated trajectory is optimal. In the TOD setting,
the reward function 7 (s, a;) is usually sparse—a
reward is assigned only when the dialogue reaches
a target state, and most state-action pairs will not
receive any reward (Feng et al., 2023; Kwan et al.,
2023). Therefore, optimal trajectory generation
can be viewed as generating a feasible dialogue
trajectory while ensuring that certain states and ac-
tions along the trajectory achieve the target, and
the guidance can be formally defined as:

1 s, a4 € 0.7, 9(8¢, ar)=1
p(O = llror)= { 0 otherwise
(7N
where ¢(s;,a;) = 1 indicates that the action ay
achieves the target g at the given state s;. This can
be implemented as a trajectory inpainting process:
the diffusion model performs conditional denois-
ing from an incomplete trajectory 7" with only the
desired states and actions that achieve the target,
and then inpaints the rest parts of the trajectory.
Since the target can vary across different dialogue
scenarios, we design customized guidance mech-
anisms tailored to different target types. These
mechanisms set specific states and actions within
the trajectory as conditions according to different
target types, and can be used separately or com-
bined to provide effective guidance.

Word-Level Guidance A common target for
TOD is to mention specific keywords (Tang et al.,
2019; Zhong et al., 2021) in the conversation. To
achieve such target, we can append the target key-
word to the desired place in the dialogue, and then

Target: mention the keywords music, travel in the dialogue.
Q Q Q £
... [mask] [mask] [mask] ... Q 51

... [mask] music [mask] ... O @)
~| to play some music actually.

System: 1 am well, getting ready

a
o

... [mask] [mask] [mask] ... [53 5 D \52)| User:

... [mask] [mask] [mask] ... Q 3 @)| System: ...

... [mask] travel [mask] ... O er: That sounds like fun. Do
— you like to travel?

Figure 2: An illustration of word-level guidance.

Target: POI recommendation, Chishangyin Roasted Fish

O ... [mask] [mask] ... Q ) S1 H

. _—_ System: Have you tried any new

O System: Craving . a @) and exciting delicious foods ...

something delicious? S er: ... I'm still always up for

Try Chishangyin Q 4 "E |62 some good marinated fish.

Roasted Fish for a O a @ System: ... Try Chishangyin

mouthwatering | Roasted Fish ...

experience ... O ‘ 53 er: ... I will definitely have

~ to check it out sometime soon.

Figure 3: An illustration of semantic-level guidance.

performs denoising with the diffusion model with
the target keywords fixed as guidance. The word-
level guidance will ensure that the diffusion model
can generate a coherent dialogue plan that naturally
incorporates the target keywords. An illustration
on the word-level guidance is presented in Figure 2.

Semantic-Level Guidance Some TOD targets
are not explicitly represented by specific keywords,
but instead are defined by the semantic meaning
conveyed in the responses (Bai et al., 2021; Yang
et al., 2022). For example, in target-driven con-
versational recommendation (Wang et al., 2023b),
the target can be defined semantically as the dia-
logue reaching a state where the system success-
fully recommends the specified item. To achieve
such target, the semantic-level guidance performs
denoising with the diffusion model by conditioning
on the state or action that conveys the desired se-
mantic meaning. Since different states and actions
may express the same semantic meaning, we can
sample multiple dialogue plans with paraphrased
versions of the same condition and perform Mini-
mum Bayes Risk (MBR) decoding (Koehn, 2004;
Gong et al., 2023) to improve the quality of the
generated dialogue plans. An illustration on the
semantic-level guidance is presented in Figure 3.
The prompt template and example outputs for gen-
erating the semantic guidance are in Figure AS.

Search-Based Guidance Some TOD settings re-
quire strategic planning over a series of states and
actions to achieve complex targets (Wang et al.,
2023c; He et al., 2024). For example, in the negoti-
ation dialogue setting (He et al., 2018), the system



Target: reach a deal with the user at $300.
T 'Y H

System: St 8 )| : (strategy:
A~ ~ = | =N f.»\\[("//. .
strategy: [ar) @) B & |5>@)
ggree)gy > A & | agree) ...
: 3| :
: How Q L) ST er: ... deal at 500!
about we meet Reward
in the middle (5t ac -pro/}:gale
at $500 cash? : :
System: St 8 St
System: | | XX | o | System: (strategy:
D) @) D] E @) Sstem: (s
(strategy: U |G » b |»@) counter) ...
counter) ... : a :
Q | (ST er: ... deal at 410!
Reward «—!

Back-propagate

Figure 4: An illustration of search-based guidance.

should strategically adjust its bid at each turn in or-
der to reach the best deal with the user. To achieve
such target, we propose a search-based guidance
mechanism that enables strategic and non-myopic
dialogue planning over a long horizon. Specifically,
leveraging the definition of state s; and action a;
within the conversational MDP framework, we con-
dition the diffusion model to generate different ac-
tions a; at each turn t with either word-level or
semantic-level guidance. To explore how the fu-
ture dialogue will unfold if action a, is taken, we
build a conversational search tree where each node
represents a possible state in the dialogue, and the
tree branches as different actions are explored at
each turn. By applying a search and planning algo-
rithm (Kocsis and Szepesvéri, 2006; Coulom, 2007)
over the tree, search-based guidance ensures that
the dialogue plans can maximize the cumulative
reward and effectively achieve the target. An illus-
tration on the search-based guidance is presented in
Figure 4, and detailed algorithm is in Appendix B.

4.3 Discussion

In this subsection, we summarize the desirable
properties of Dif£TOD that are helpful for dialogue
planning and achieving TOD targets.

Non-Sequential Dialogue Planning DiffTO0D
enables non-sequential dialogue planning by gen-
erating the entire trajectory simultaneously instead
of step by step. This allows Dif£TQD to anticipate
how future conversations might unfold and strate-
gically plan the dialogue towards the target. As a
result, it can optimize for overall goal achievement
and maintain global consistency (Section 6.1, 6.2),
rather than getting stuck in myopic decisions.

Flexible Guidance By decomposing the trajec-
tory generation process into an unconditional and a
conditional part, Dif£TOD allows for flexible guid-

ance at test time. This design allows Dif£T0D to
adapt to different targets without re-training, while
policy-based methods have to be re-trained for each
new target (Section 6.1).

Tackling Sparse Reward Sequential dialogue
planning methods often face challenges in TOD set-
tings with sparse reward, where feedback is given
only at the end of the conversation (Feng et al.,
2023). In contrast, the non-sequential nature of
DiffTOD allows for the generation of a globally
consistent dialogue plan conditioned on the target
state. By formulating dialogue planning as a trajec-
tory inpainting process, DiffTOD ensures that the
generated dialogue plan can effectively guide the
conversation toward the target (Section 6.2).

Modeling Long-Range Dependency Leverag-
ing the long context length of the diffusion lan-
guage model, Dif£T0OD plans actions by consider-
ing both past and future dialogue states over a long
horizon. This allows it to model complex, long-
range dependency and optimize dialogue strategies
for overall target achievement (Section 6.3).

5 Experimental Settings

5.1 Datasets

To demonstrate the effectiveness and the flexibility
of DiffTOD, we use three datasets with different
targets and dialogue settings for evaluation. The
first dataset, CraigslistBargain (He et al., 2018), is
a dialogue negotiation dataset where buyers and
sellers bargain. Since the buyers and sellers pur-
sue different targets in the dialogue, we consider
two evaluation settings for two different targets: (1)
the system acts as the buyer and negotiates for the
lowest possible price with the seller; (2) the sys-
tem acts as the seller and negotiates for the highest
possible price with the buyer. The second dataset,
TopDial (Wang et al., 2023b), is a personalized
conversational recommendation dataset with dia-
logues on different topics, such as movie, food and
music. The target of the system is to recommend
a specified item to the user. The third dataset, Per-
sonaChat (Zhang et al., 2018), is collected from an
open-domain chitchat setting. Tang et al. (2019)
extracts keywords from each turn in this dataset
as targets. In this work, we introduce a simple yet
challenging setting where the target for the system
is to direct the conversation toward mentioning a
list of specified keywords in the exact given order.
The statistics of all the datasets are in Appendix C.



5.2 Evaluation Protocols

Our evaluations primarily focus on measuring the
successful achievement of target in the TOD. For
the CraigslistBargain dataset, we follow the litera-
ture (Deng et al., 2024a,b) and adopt Success Rate
(SR) to measure the ratio of successful deals within
10 turns; Average Turn (AT) to measure the effi-
ciency of target completion by calculating the aver-
age number of turns required to achieve the target;
and Sell-to-List ratio (SLR) (Zhou et al., 2019) to
measure how much benefit the buyer or seller gets
compared with the initial listing price, as is detailed
in Appendix D. For the PersonaChat dataset, we
adopt the Keyword Coverage Ratio (KCR) to mea-
sure what percentage of the specified keywords are
mentioned in the dialogue; and the edit distance
(Dist.) between the target keyword list and the
sequence of keywords mentioned in the dialogue
to measure how well the conversation follows the
specified keyword order. For the TopDial dataset,
we adopt Success Rate (SR) to measure the ratio of
successful recommendations within 10 turns, and
Average Turn (AT) to measure the average number
of turns. To provide a dynamic and interactive eval-
uation environment, we follow the literature (Dao
et al., 2024; Deng et al., 2024b) and prompt an
LLM as the user simulator. The system will chat
interactively with the user simulator for multiple
turns until the conversation achieves the target or
terminates after a maximum of 10 turns.

Besides target achievement, for the Topdial and
PersonaChat dataset, we also evaluate the text qual-
ity of the dialogue plan by comparing it with the
ground-truth dialogue in the test set using reference-
based metrics, including BLEU (Papineni et al.,
2002), word-level F1 (F1) and BERT Score (Zhang
et al., 2020) (Score).

Moreover, as previous researches have demon-
strated the effectiveness of LLMs in dialogue evalu-
ation and their strong correlation with human judg-
ments (Zheng et al., 2023; Wang et al., 2023a; Fu
et al., 2024), we utilize the state-of-the-art LLM,
GPT-40 (Hurst et al., 2024), to provide an overall
evaluation score (Ovr.) of the dialogue quality on
a scale of 1 to 5. We prompt GPT-40 to give an
overall evaluation based on various criteria such as
coherence, helpfulness, appropriateness, and target
achievement, as is detailed in Appendix F.2.

Finally, to ensure the reliability of our evalua-
tion results, we provide human evaluationson the
CraigslistBargain dataset in Appendix H. Our re-

sults show that both human evaluators and GPT-40
consistently rate Dif £TOD as superior, and the av-
erage disagreement between GPT-40 and human
evaluators is low, thus validating the reliability of
our LLM-based dialogue evaluation protocol.

5.3 Baselines

We compare our approach against (1) fine-tuning
the latest versions of popular open-source LLMs,
including LLAMA-3-8B (Dubey et al., 2024) and
Mistral-8B (MistralAl, 2024); (2) state-of-the-art
closed-source LLMs, including GPT-40 (Hurst
et al., 2024) and Claude-3.5 (Anthropic, 2024);
and (3) LLM-based dialogue planning methods for
TOD, including ProCoT (Deng et al., 2023b) and
EnPL (Zheng et al., 2024). Since each response in
the CraigslistBargain dataset is annotated with ac-
tion types, we also include a task-specific baseline,
PPDPP (Deng et al., 2024b), for this dataset, which
supports policy learning over action types.

5.4 Implementation Details

For the CraigslistBargain dataset, we adopt search-
based guidance to find the optimal dialogue plan,
and use word-level guidance to control the types of
actions generated at each turn. To demonstrate the
flexibility of Dif£TOD, we fine-tune the diffusion
model with the same training data, and then apply
different reward functions as guidance that measure
the benefit of the buyer and the seller, respectively,
to achieve different targets in each setting. For the
PersonaChat dataset, we adopt word-level guidance
to direct the diffusion model to generate a dialogue
plan with the specified keywords. For the Top-
Dial dataset, we adopt semantic-level guidance by
prompting GPT-40 to generate 5 paraphrased ver-
sions of the target state (i.e., system recommends
the target item) with the same semantic meaning.
More implementation details are in Appendix E.

6 Experimental Results

6.1 Negotiation Dialogue

Table 1 presents the results on the CraigslistBargain
dataset. We have the following observations:

(1) Dif£TOD achieves consistent improvement
over baselines in terms of all the metrics mea-
suring the target achievement success. Different
from baseline methods that generate the states and
actions in the dialogue plan sequentially, Dif£TQOD
adopts a diffusion model to generate the entire di-
alogue plan simultaneously. This non-sequential



As Buyer As Seller
SRT AT| SLRT Ovr.t SRT AT] SLR?T Ovr.?

LLAMA3 0.426 7.49 0.156 3.33 0.516 6.61 0.134 3.70
Mistral ~ 0.561 6.49 0.347 3.59 0.5896.21 0.188 3.82
GPT-40  0.479 6.95 0.292 3.73 0.409 7.66 0.174 3.85
Claude-3.50.798 4.75 0.254 3.50 0.582 6.41 0.260 3.82

Model

ProCoT  0.456 6.95 0.228 3.42 0.689 6.38 0.298 4.01
EnPL 0.644 6.23 0.382 4.21 0.6275.99 0.228 3.62
PPDPP 0.665 5.57 0.338 3.59 0.6334.99 0.347 3.61

DiffTOD 0.872 3.98 0.565 4.36 0.729 4.61 0.361 4.05

Table 1: Performance comparison between our approach
and baselines on the CraigslistBargains dataset. SR, AT,
SLR and Ovr. represent success rate, average turn, sale-
to-list ratio, and overall dialogue quality, respectively.

planning approach allows Dif£T0D to optimize for
overall target achievement and global consistency,
rather than being constrained by locally optimal
actions that maximize immediate rewards but may
undermine overall target achievement (Janner et al.,
2022; He et al., 2023a). Empowered with search-
based guidance, Dif£T0OD can effectively plan di-
alogue actions that successfully achieve the target
in the fewest possible conversational turns.

(2) Dif £ TOD demonstrates strong flexibility and
outperforms baselines in both buyer and seller
settings. Dif£TOD allows for flexible guidance that
can be tailored to achieve different targets at test
time. By applying customized guidance strategies
to maximize buyer or seller benefits respectively,
Dif£fTOD fine-tuned on the same dialogue history
data can achieve consistent improvement in both
settings, even compared with baselines that are
individually tuned and optimized for each setting.

To further validate the effectiveness of Dif£T0D,
we visualize the relative success rate (SR) and Sale-
to-List-ratio (SLR) of different dialogue planning
methods against GPT-4o at each turn. The experi-
mental results in Figure 5 show that Dif£T0OD con-
sistently outperforms other methods at almost ev-
ery turn. Notably, Diff£TOD consistently achieves a
higher SR and SLR than other methods as the con-
versational turn increases. This demonstrates the
effectiveness of DiffTOD in dialogue planning, par-
ticularly in complex situations that require lengthy
negotiations over multiple turns.

6.2 Conversational Recommendation

Table 2 presents the results on the TopDial dataset.
We have the following observations:

(1) Dif£TOD outperforms baselines in terms of
success rate and average turn. The non-sequential

20 20
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Relative Success Rate (%)
Relative Sale-to-List Ratio (%)
)

12345678910
Conversational Turns
—{+ ProCoT EnPL

12345678910
Conversational Turns
—0— PPDPP —O— DiffTOD

Figure 5: Comparisons of relative success rate and sale-
to-list-ratio against GPT-40 at each conversational turn
on the CraigslistBargain dataset.

Model SRt AT| BLEU{ F1{ Scorel Ovr.t
LLAMA3 0.680 5.89 0.104 0.173 0.876 332
Mistral ~ 0.673 5.90 0.121 0.187 0.886 3.53
GPT-4o  0.640 601 0046 0.140 0.819 3.39
Claude-3.5 0.633 5.73 0.029 0.165 0.845 3.52
ProCoT  0.688 5.57 0.030 0.153 0.834 3235
EnPL 0.659 5.81 0018 0.169 0.826 3.51
DiffTOD 0713 531 0.160 0.168 0.870 3.38

Table 2: Performance comparison between our approach
and baselines on TopDial dataset. SR, AT, F1, Score and
Ovr. represent success rate, average turn, word-level F1,
BERT Score and overall dialogue quality, respectively.

nature of DiffTOD allows generating a globally
consistent dialogue plan conditioned on the target
state, ensuring that the dialogue plan can success-
fully achieves the target by the end of the conversa-
tion. Under the sparse reward setting where only
a final reward is provided upon successful recom-
mendation of the target item, sequential planning
methods often struggle due to the absence of inter-
mediate reward signals (Andrychowicz et al., 2017,
Rengarajan et al., 2022).

(2) Dif£TOD performs on par with the baselines
in terms of text generation quality. When evaluat-
ing the generated dialogue plan against the ground-
truth dialogue plan with reference-based metrics,
we find that Dif£T0OD performs on par with base-
lines. A similar trend is observed in the assessment
of overall dialogue quality. This suggests that the
diffusion language model is capable of generating
dialogue plans that can achieve the target without
significantly compromising text generation quality.

6.3 Open-Domain Chitchat

Table 3 summarizes the experimental results on the
PersonaChat datasets. We observe that DiffTOD
achieves consistent improvement over baselines in
keyword coverage ratio and more faithfully main-



Model KCR*1 Dist.] BLEUT F11 Scoret Ovr.
LLAMA3 0.606 23.68 0.015 0.159 0.830 3.79
Mistral 0.842 24.15 0.181 0.178 0.896 4.19
GPT-40  0.685 23.50 0.010 0.133 0.815 3.94
Claude-3.5 0.776 23.35 0.015 0.156 0.829 3.97
ProCoT  0.634 21.99 0.038 0.170 0.826 3.64
EnPL 0.706 23.19 0.038 0.161 0.828 3.99

DiffTOD 0.845 20.95 0.298 0.182 0.897 4.05

Table 3: Performance comparison on PersonaChat
dataset. KCR, Dist., F1, Score and Ovr. represent key-
word coverage ratio, edit distance, word-level F1, BERT
Score and overall dialogue quality, respectively.

tain the specified order of keywords. The target
for the PersonaChat dataset requires the system to
not only incorporate all specified keywords in the
dialogue plan, but also to decide the order in which
the user and system should mention the keywords
across turns. This creates a complex, long-range
dependency where keyword transitions depend on
each other, and earlier mention of later keywords
can disrupt the order. Sequential dialogue planning
methods often struggle with such targets due to
cumulative errors and lack of foresight (Ke et al.,
2019; Kumar et al., 2019). In our experiments,
we observe that they tend to forget keywords and
violate the constraint of order as the number of con-
versational turns increases. By contrast, DiffTOD
can effectively handle these complex dependencies
by leveraging the word-level guidance to enforce
both keyword coverage and the mentioning order.
This enables DiffTOD to effectively achieve the tar-
get and demonstrate superior planning capabilities
in dialogue settings with complex targets.

7 Conclusion

We present Diff£TOD, a novel non-sequential dia-
logue planning framework that enables non-myopic
lookahead exploration and optimizes action strate-
gies for overall target achievement. DiffTOD mod-
els the likelihood of the dialogue trajectory with
a diffusion language model. To optimize the ac-
tion strategies, Dif£TOD decomposes the trajectory
generation process into an unconditional and a con-
ditional part and introduces three guidance mech-
anisms tailored to different target types, offering
flexible guidance towards diverse targets at test
time. Extensive experiments show that DiffTOD
outperforms baselines on target achievement suc-
cess and demonstrates strong flexibility across com-
plex and diverse dialogue scenarios.

8 Limitations

Dynamic Adjustment of Dialogue Plans Our
framework leverages a diffusion model to simu-
late the transitions between the states and actions.
As a model-based planning approach, there is a
possibility that simulated environment may not per-
fectly align with real-world conversations, leading
to discrepancies between the generated dialogue
plans and the actual conversations. To address this
issue, future work may introduce replanning tech-
niques (Zhou et al., 2023) that can dynamically
adjust the dialogue plan when the actual conversa-
tion diverges from the original dialogue plan.

Inference Cost Since diffusion models require it-
erative denoising over multiple diffusion steps, they
may incur higher computational costs compared to
standard autoregressive decoding. To better under-
stand and quantify the inference cost, we present
additional analysis on the inference cost of the dif-
fusion models from both an empirical and a theo-
retical perspective in Appendix J, and our results
show that future work may introduce acceleration
sampling techniques for diffusion models (Shih
et al., 2023; Ma et al., 2024) into our framework to
reduce the inference cost.

Evaluation Quality Our evaluation protocol is
based on simulated conversations between LLMs
of different roles. Although such LLM-based evalu-
ation protocol has been widely adopted in dialogue
systems (Deng et al., 2024b; He et al., 2024; Li
et al., 2024) and demonstrates strong correlation
with human judgments (Zheng et al., 2023; Wang
et al., 2023a; Fu et al., 2024), engaging in actual
conversations with real users can provide a more
accurate and trustworthy evaluation of the dialogue
quality. To ensure the reliability of our evaluation
results, we provide human evaluations on sampled
test cases from the CraigslistBargain dataset in Ap-
pendix H, but due to limited resources, we are un-
able to perform human evaluation at a larger scale.

9 Ethics Statement

Our work aims to improve the planning capabil-
ity of the dialogue system to better assist users
in achieving a variety of targets in the dialogue.
While our framework is not designed for unethical
usage, there is often a potential risk for the misuse
of such system by modifying the target for unin-
tended or unethical purposes. We strongly oppose
any unlawful or unjust usage of our framework.



All the datasets used in this research are from
public open-access datasets, which do not contain
sensitive or private information.
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A Ilustration on How to Calculate the
State and Action

N

turn ¢ : How about we meet in the

; [.\1 stem: Would you consider $300‘7]
conversational{ ( I can pay in cash right now. Sy
middle at $500 cash?

> St+1

turn 41 : T can go down to $450 cash,

and you can ride it home today.

8 System: 1 can do $375 cash right \\f p
conversational { I now. J

7

Figure Al: Examples on the calculation of the state and
the action in the conversational MDP.

An illustration on how to calculate the state and the
action is presented in Figure Al.

B Details on Search-Based Guidance

The search-based guidance allows for the integra-
tion of any planning and search algorithm within
the tree structure. In our implementation, we in-
tegrate search-based guidance with Monte Carlo
Tree Search (MCTS) (Kocsis and Szepesvari, 2006;
Coulom, 2007), a power planning algorithm that
can strategically balance between exploration and
exploitation to efficiently expand a search tree.
Specifically, each node in the tree represent a state
s¢, and the root node sq represents the initial state
at the start of the conversation. Each edge between
the node s; and the node s, represents an action
a; and the transition from the current state s; to
the next state sy after taking the action a;. For
each action a;, search-based guidance maintains a
function Q(s;, a;) as the expected future reward of
choosing the action a; at the state s;. Starting from
an initial state sg, search-based guidance builds a
conversational search tree in four stages, namely,
trajectory selection, node expansion, conversation
simulation, reward back-propagation. This itera-
tive process will continue until a specified num-
ber of iterations is reached. After all the sim-
ulation is completed, we select the best action
aj < argmax,e 4(s,) Q(st, ar) along the trajec-
tory with the highest future reward and generate a
response based on the a;. The details of the four
stages are described below, and we summarize the
algorithm of search-based guidance in Algorithm 1.

Trajectory Selection The search-based guidance
selects the most promising trajectory that is likely
to achieve a high future reward Q(s;, a;) by travers-
ing from the root node to a leaf node within the
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current tree. The selected trajectory will then
be expanded for dialogue simulation at the next
stage. To achieve a balance between the explo-
ration of less-visited nodes, and the exploitation
of highly-rewarded nodes within the current tree,
search-based guidance adopts the Upper Confi-
dence bounds applied to Trees (UCT) (Kocsis and
Szepesvari, 2006) approach to select a child node
aj into the current trajectory:

N(c(st,ar))

log N (s)
at€A(st)

ay < argmax [Q(st, ai) +w
®)
where A(s;) denotes the set of valid actions at the
state sy, N(s;) denotes the visit count of node s,
and c(sy, a;) denotes the child node of s, after se-
lecting the action a;. The weight w controls the
balance between exploration and exploitation. Intu-
itively, the second term in Equation 8 will be larger
if the child node is less visited, thereby encouraging
for more exploration.

Node Expansion After a leaf node s; is reached,
search-base guidance expands the leaf node by ran-
domly picking an action a; to explore and attaching
a new child sy to the node s;.

Conversation Simulation Given the selected tra-
jectory 19.; = {so,a0, - ,St, a;} up until the t-
th turn, the diffusion model will generate the rest
part of the trajectory 7y11.7 = {S¢+1," - , ST, a7},
conditioned on 7.7, to predict how the future con-
versation will unfold. To control the type of the
action a; generated at the current turn, we use the
word-level guidance for the Craigslist dataset by
prepending the description of the dialogue action
strategy to the the system response dj.

Reward Back-Propagation Once the conversa-
tion simulation is finished, we obtain a complete
trajectory 7o.7 from the turn O to the turn 7. We
then update Q)(s;, a;) by aggregating the immedi-
ate reward from turn ¢ to turn 7.

C Statistics of Datasets

The statistics of the datasets after preprocessing are
presented in Table Al.

D Details of Sell-to-List Ratio Calculation

The Sell-to-List ratio (Zhou et al., 2019) measures
how much benefit the buyer or the seller gets com-
pared to the initial listing price. From the buyer’s

Algorithm 1 Search-Based Guidance

Require: conversational MDP M, initial state so, simulation
budget K, exploration factor w
fork < 1,--- , K do

t<« 0

while s; has children do
Select an action a: (Eq. 8)
St4+1 T(St, at),rt < T(St, at),t —t+1

end while

> Trajectory Selection

> Node Expansion
At leaf node s;, pick an action a; to explore
> Conversation Simulation
Sample s¢y1,a¢41,- -, ST, ar with the diffusion
model pg conditioned on 7o.¢
> Reward Back-Propagation
Update Q(s;, a:) by aggregating {r,/ };I;:t
end for

side, since the target is to negotiate for the low-
est possible price with the seller, the sell-to-list is
calculated as follows:

deal price — seller target price

SLR = , —.
buyer target price — seller target price

)
From the seller’s side, since the target is to nego-
tiate for the highest possible price with the buyer,
the sell-to-list is calculated as follows:
buyer target price — deal price

SLR = - —.
buyer target price — seller target price

(10)
If the dialogue fails to reach a deal, we set the
sell-to-list ratio as 0.

E Additional Implementation Details

We fine-tune the state-of-the-art masked diffusion
language model, SEDD-medium (Lou et al., 2024),
on the dialogue history from the training data.
SEDD-medium is a GPT-2 sized masked diffusion
language model with about 424M parameters and
1024 context length. We set the batch size is set
as 32, learning rate as le-4, and use the AdamW
optimizer (Loshchilov and Hutter, 2019). For the
search-based guidance, we set the exploration fac-
tor w = 1.5, and the simulation budget K = 10
to achieve a balance between efficiency and perfor-
mance. All the fine-tuning and inference experi-
ments can be done on a single A100 GPU.

To provide a dynamic and interactive environ-
ment for dialogue evaluation, following the litera-
ture (Wang et al., 2023c; Deng et al., 2024b; Dao
et al., 2024), we prompt an LLM to role play as the
system that can generate a response at each turn
by strictly following the action strategies in the di-
alogue plan. We then prompt another LLM as the
user simulator, which is given detailed information



CraigslistBargain Topdial PersonaChat
Dataset -
#Dial. #Turns Avg. #Action #Dial. #Turns Avg. #Targets #Dial. #Turns Avg. #Keywords Avg.
Turns Strat. urns Turns Keywords
Train Split 3290 11991 3.65 11 12601 70964 5.63 452 8991 66599 7.41 2678 26.4
Valid Split 188 678  3.60 11 1802 10154 5.63 243 448 8991 7.42 2032 26.6
Test Split 188 695  3.69 11 1321 7422 5.62 32 500 3597 7.19 1571 21.6

Table A1: Statistics of datasets after preprocessing. #Dial. represents the total number of dialogues in each dataset,
#Turns represents the total number of conversational turns in each dataset, Avg. Turns represents the average number
of conversational turns in each dialogue, #Action Strat. represents the total number of dialogue action strategies
from the CraigslistBargain dataset, #Target represents the total number of target items from the Topdial dataset,
#Keywords represents the total number of keywords from the PersonaChat dataset, and Avg.Keywords represents
the average number of keywords in each dialogue from the PersonaChat dataset.

about dialogue context and user profile to gener-
ate the user’s response at each turn. We prompt a
third LLLM as the dialogue moderator to evaluate
whether the target has been achieved through the
conversation between the user and the system.

F Prompt Templates
F.1 Role-Play Prompting

We provide the prompt templates for the user, sys-
tem and the moderator on three datasets in Fig-
ure A3, Figure A4 and Figure A6, respectively.

F.2 Dialogue Evaluation

We provide the prompt templates for evaluating the
overall quality of the dialogue on three datasets in
Figure A7, Figure A8 and Figure A9, respectively.

G Example Conversations

We provide example conversation from the
Craigslist dataset when the user acts as the buyer
in Figure A10, example conversation from the
Craigslist dataset when the user acts as the seller
Figure A11, example conversation from the Topdial
dataset in Figure A12, and example conversation
from the PersonaChat dataset in Figure A13.

H Human Evaluation Results on the
CraigslistBargain Dataset

To ensure the reliability of our evaluation results,
we recruit 5 independent volunteer annotators with
good educational background and ask them to con-
duct a blind evaluation, comparing the conversation
quality of DiffTOD and the best-performing base-
line, PPDPP (Deng et al., 2024b), on the Craigslist-
Bargain dataset. Due to limited resource, we ran-
domly sample 50 conversations from all the test
cases, and ask human evaluators to provide a pair-
wise comparison between the conversation with
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Figure A2: Performance comparisons with different
numbers of semantic-level guidance.

DiffTOD and the conversation with PPDPP on the

following three criteria:

* Persuasive: Which system is more persuasive in
the negotiation?

* Coherent: Which system is more on topic and in
accordance with the conversation history?

* Overall: Which system is better in terms of over-
all conversation quality (e.g., persuasiveness, ef-
fectiveness of target achievement, coherence)?

For comparison, we also ask GPT-40 to perform

the same evaluations on the above three criteria.
From the human evaluation results in Table A2,

we can see that both human evaluators and GPT-40
consistently rate Dif£TQOD as superior to PPDPP in
most cases. Additionally, the average disagreement
between GPT-40 and human evaluators is no more
than 20%, indicating that there is not much dis-
agreement between human and LLM evaluation,
thus validating the reliability of our LLM-based
dialogue evaluation protocol.

I Additional Experiments on
Semantic-Level Guidance

To investigate the impact of semantic-level guid-
ance, we report the text generation quality met-
ric of the dialogue plan under different number
of semantic-level guidance in Figure A2. The ex-
perimental results show a steady improvement in



Persuasiveness ~ Coherence  Overall
Human Evaluation - Dif£TOD wins on average 91% 85% 87%
Human Evaluation - PPDPP wins on average 9% 15% 13%
GPT-40 Evaluation - Dif£TOD wins 96% 94% 98%
GPT-40 Evaluation - PPDPP wins 4% 6% 2%
Average Disagreement between Human Evaluation and GPT-40  12% 20% 14%

Table A2: Human evaluation results on the Craigslist Bargain dataset.

text generation quality as an increasing number of
semantic guidances are incorporated. This is prob-
ably because increasing the number of semantic-
level guidance enhances the diversity of the gener-
ated dialogue plan and provides a broader range of
candidate dialogue plans to select from. With more
diverse candidates, the MBR decoding strategy has
a higher chance of selecting a high-quality dialogue
plan, thereby enhancing the overall quality of the
generated text (Gong et al., 2023).

J Additional Analysis on Inference Cost

Unlike autoregressive models, diffusion models
often incur higher inference cost due to their pro-
longed diffusion steps. To better understand and
quantify the inference cost, we present analysis
from both an empirical and a theoretical perspec-
tive to evaluate the inference cost.

Empirical Analysis We compare DiffT0D with
the autoregressive LLAMA-3-8B (Dubey et al.,
2024) in terms of inference efficiency by gener-
ating all the dialogue plans for all the test samples
from the PersonaChat dataset with a maximum
length of 1024 tokens. The experiments are con-
ducted on a single A100 GPU using the standard
Huggingface Transformer (Wolf et al., 2020) im-
plementation. From the results in Table A3, we
can see that Dif£TOD requires a similar inference
time as an 8B-sized autoregressive LLM, although
DiffTOD generates texts via an iterative denoising
process of 1024 diffusion steps. This is because the
model size of the diffusion language model used
in Dif£TOD is smaller than the widely-used 8B-
sized autoregressive LLMs, resulting in less cost
during the forward pass, which compensates for
the additional cost of the diffusion process.

Theoretical Analysis The standard implementa-
tion of the Transformer (Vaswani et al., 2017) archi-
tecture has a time complexity of O(L2d) for each
forward pass, where L is the sequence length, d
is the hidden dimensionality. Since autoregressive
language model generates text in a token by token

DiffTOD LLaMa-3-8B

Total Inference Time 4.5%h 4.25h
Avg. Inference Time per sample 33.01s  30.61s
GPU Memory Usage 10.24GB 30.25GB

Table A3: Comparison of the inference cost on the
PersonaChat dataset.

manner, the total time complexity for generating N
tokens is O(12d + 2%2d + - -- + N2d) = O(N?3d)
for a total of NV forward pass.

The diffusion language model generates texts
via the iterative denoising process over a T diffu-
sion steps. Assuming that the diffusion model also
adopts the standard implementation of the Trans-
former (Vaswani et al., 2017) architecture for de-
noising, the total time complexity for generating N
tokens is O(T N?2d) for a total of T forward pass.

As we can see, the bottleneck in the inference
efficiency of the diffusion model is the number of
diffusion steps. Generally speaking, increasing the
number of diffusion steps enhances the quality of
the generated texts, as the diffusion process allows
for iterative refinement and correction of errors. To
quantify the number of diffusion steps required to
achieve satisfactory text generation quality, when
using a Stochastic Differential Equation (SDE) as
the noising process—which is a common practice
in diffusion models—the number of diffusion steps
required to approximate an arbitrary distribution
in the d-dimensional space, with Gaussian noise
of variance 6, to within €2 in KL divergence is

dlog?(%)
O(—_==*") (Benton et al., 2024). Furthermore,
if we enable parallel sampling during inference
for acceleration, the inference time complexity of
the diffusion model with an SDE noising process
can be improved to O(log" (dlogjiz(%))) for some
constant k (Chen et al., 2024). This theory shows
that it is possible that the inference time complexity
of the diffusion model can scale very efficiently
with acceleration techniques, and future work could
build upon these insights to significantly improve

the inference efficiency and Dif£TQOD.



Dialogue Action Strategy Natural Language Description

Greetings (greet) Please say hello or chat randomly.

Ask a question (inquire) Please ask any question about product, year, price, usage, etc.

Answer a question (inform) Please provide information about the product, year, usage, etc.

Propose the first price (propose) Please initiate a price or a price range for the product.

Propose a counter price (counter) Please propose a new price or a new price range.

Use comparatives (counter-noprice)  Please propose a vague price by using comparatives with existing price.
Confirm information (confirm) Please ask a question about the information to be confirmed.

Affirm confirmation (affirm) Please give an affirmative response to a confirm.

Deny confirmation (deny) Please give a negative response to a confirm.

Agree with the proposal (agree) Please agree with the proposed price.

Disagree with a proposal (disagree)  Please disagree with the proposed price.

Table

A4: Mapping of negotiation strategies to natural language descriptions from the CraigslistBargain dataset.

User (as buyer)

Now enter the role-playing mode. In the following conversation, you will act as a buyer
negotiating to purchase the {ITEM_NAME} for {BUYER_TARGET_PRICE}. Product description:
{ITEM_DESCRIPTION}

Respond with a short, succinct and persuasive sentence aimed at securing the best possible
deal. Now start the game. {DIALOGUE_HISTORY}

User (as seller)

Now enter the role-playing mode. In the following conversation, you will act as a
seller negotiating to sell the {ITEM_NAME} for {SELLER_TARGET_PRICE}. Product description:
{ITEM_DESCRIPTION}

Respond with a short, succinct and persuasive sentence aimed at securing the best possible
deal. Now start the game. {DIALOGUE_HISTORY}

System (as buyer)

Now enter the role-playing mode. In the following conversation, you will act as a buyer
negotiating to purchase the {ITEM_NAME} for {BUYER_TARGET_PRICE}. Product description:
{ITEM_DESCRIPTION}

Respond with a short, succinct and persuasive sentence aimed at securing the best possible
deal. {DIALOGUE_STRATEGY} Now start the game. {DIALOGUE_HISTORY}

System (as seller)

Now enter the role-playing mode. In the following conversation, you will act as a
seller negotiating to sell the {ITEM_NAME} for {SELLER_TARGET_PRICE}. Product description:
{ITEM_DESCRIPTION}

Respond with a short, succinct and persuasive sentence aimed at securing the best possible
deal. {DIALOGUE_STRATEGY} Now start the game. {DIALOGUE_HISTORY}

Moderator

Please decide whether the buyer and the seller have reached a deal at the end of the
conversation. If they have reached a deal, please extract the deal price as [price]. You
can only reply with one of the following sentences: They have reached a deal at [price].
They have not reached a deal.

The following is the conversation:

buyer: Can we meet in the middle at $15?

seller: Sure, let’s meet at $15 for this high-quality balloon.

Question: Have they reached a deal? Answer: They have reached a deal at $15.

The following is the conversation: buyer: That’s still a bit high, can you go any lower?

seller: Alright, I can sell it to you for $15.

Question: Have they reached a deal? Answer: They have not reached a deal.

The following is the conversation: {DIALOGUE_HISTORY?}

Question: Have they reached a deal? Answer:

Figure A3: Role-play prompt templates for the CraigslistBargain dataset.



User

You are {USER_NAME}, a male/female student in the age range of {AGE_RANGE}, living in
{RESIDENCE} | a man/woman in the age range of {AGE_RANGE}|, working in a company and living
in {RESIDENCE} | a retired man/woman in the age range of {AGE_RANGE}, living in {RESIDENCE}.
Based on your past experiences, you have the following preferences:

Your preferred {SLOT_KEY}: {SLOT_VALUE} ...

Your disliked {SLOT_KEY}: {SLOT_VALUE} ...

Your response should be concise (no longer than 30 words).

You don’t need to recommend anything, but feel free to express your personal interests.
Here is the conversation history: {DIALOGUE_HISTORY}. Now generate a succinct response for
the next turn:

System

You are a conversational recommender system that recommends films/music/food/restaurants.
You are conversing with {USER_NAME}, whose profile is below: {USER_PROFILE}.

Your goal is to proactively lead the conversation with {USER_NAME} towards the target (movie
| music | food | point-of-interest, POI) {TARGET_ITEM}.

To start the conversation, please begin with a greeting and avoid mentioning the target
(movie | music | food | POI).

As the conversation progresses, use your domain knowledge to steer the topic threads towards
the target (movie | music | food | POI) step by step.

Be informative and engaging while providing insights to arouse {USER_NAME}’s interest.
Remember to ultimately recommend {TARGET_ITEM} as the focus of the conversation.

Your words at each turn should be concise (no longer than 30 words).

Your conversation must strictly follow this conversation plan:{DIALOGUE_PLAN}.

Here is the conversation history: {DIALOGUE_HISTORY}. If the dialogue history is empty,
please generate a response to start the conversation. Now generate a succinct response for
the next turn:

Moderator

Please decide whether the user {USER_NAME} has accepted the {TARGET_ACT} {TARGET_ITEM} in
the conversation. Please only respond with yes or no.

Here is the conversation history: {DIALOGUE_HISTORY}.

Figure A4: Role-play prompt templates for the TopDial dataset.
Prompt Template:
You are an intelligent conversational recommender system. Your task is to recommend a target item (e.g., movie,
food) in a succinct, helpful, and engaging way. The target action is {TARGET ACT} for {TARGET _ITEM}.
Write a very brief, helpful and appropriate message that encourages the user to perform the target action. Give 5
possible and different versions of such message separated with \n. Do not give any number or index at the
beginning of each message.

Target: POl recommendation, Chishangyin Roasted Fish

Semantic Guidance 1I:

Craving something delicious? Try Chishangyin Roasted Fish for a mouthwatering experience that’s sure to
impress your taste buds!

Semantic Guidance 2:

Don't miss out on the flavors of Chishangyin Roasted Fish! It's a culinary delight that promises a unique twist on a
classic dish.

Semantic Guidance 3:

Looking for a standout dining experience? Chishangyin Roasted Fish offers perfectly grilled fish paired with
delicious seasonings—it’s a must-try!

Semantic Guidance 4.

Ready to take your taste adventure up a notch? Head over to Chishangyin Roasted Fish for a savory meal that’s
both satisfying and unforgettable!

Semantic Guidance 5:

Treat yourself! Chishangyin Roasted Fish is calling your name, offering rich flavors and an incredible dining
experience you won't want to miss!

Figure AS: Prompt template and example outputs for generating the semantic guidance.



User

You are engaging in an open conversation with the system. Here is the conversation history:
{DIALOGUE_HISTORY}. Based on the dialogue history, generate a natural and relevant response
(no longer than 30 words) for the next turn.

System

You are an intelligent chatbot with expertise in dialogue planning. Your task is to ensure
that the conversation naturally incorporate a given list of keywords in the specified
order. These keywords can be mentioned by either the user or the system, and should be
seamlessly integrated into the dialogue flow. The keyword list is : {ORDERED_KEYWORD_LIST}.
Your conversation must strictly follow this conversation plan: {DIALOGUE_PLAN}.

Here is the conversation history: {DIALOGUE_HISTORY}. If the dialogue history is empty,
please generate a response to start the conversation. Now generate a succinct response (no
longer than 30 words) for the next turn:

Moderator

The user and the system are engaging in an open conversation. Here is the conversation
history: {DIALOGUE_HISTORY}. Please decide whether the conversation has incorporated a
given list of keywords in the specified order. These keywords can be mentioned by either
the user or the system. The keyword list is : {ORDERED_KEYWORD_LIST}. Answer yes only if
all the keywords are mentioned. Please only answer yes or no.

Figure A6: Role-play prompt templates for the PersonaChat dataset.

You are an expert at evaluating the quality of target-oriented dialogues. Below, you are
provided with the following details to assess the quality of the dialogue between the
system and the user:

Target:
The system acts as the buyer/seller. The target is to reach a deal with the seller/buyer
with the lowest/highest possible price.

Item Name:
{ITEM_NAME}

Item Description:
{ITEM_DESCRIPTION}

Buyer Target Price:
{BUYER_TARGET_PRICE}

Seller Target Price:
{SELLER_TARGET_PRICE}

Dialogue History:
{DIALOGUE_HISTORY}

Please evaluate the dialogue based on the following criteria:

Helpfulness: Does the system provide useful and relevant information to the user?
Appropriateness: Are the system’s responses aligned with the system’s role, the dialogue
context, and the user’s profile?

Target Achievement: How effectively does the system’s dialogue strategy guide the
conversation toward achieving the target?

Coherency: Are the system’s responses logically consistent with the prior dialogue?

Provide an overall score between 1 and 5 based on these criteria. Please only
give your score without any explanation.

Figure A7: Evaluation prompt for the CraigslistBargain dataset.



You are an expert at evaluating the quality of target-oriented dialogues. Below, you are
provided with the following details to assess the quality of the dialogue between the
system and the user:

Target:
{TARGET_ACT}, {TARGET_ITEM}

User Profile:
{USER_PROFILE}

Dialogue History:
{DIALOGUE_HISTORY}

Please evaluate the dialogue based on the following criteria:

Helpfulness: Does the system provide useful and relevant information to the user?
Appropriateness: Are the system’s responses aligned with the system’s role, the dialogue
context, and the user’s profile?

Target Achievement: How effectively does the system’s dialogue strategy guide the
conversation toward achieving the target?

Coherency: Are the system’s responses logically consistent with the prior dialogue?

Provide an overall score between 1 and 5 based on these criteria. Please only
give your score without any explanation.

Figure A8: Evaluation prompt for the TopDial dataset.

You are an expert at evaluating the quality of target-oriented dialogues. Below, you are
provided with the following details to assess the quality of the dialogue between the
system and the user:

Target:

The target is to converse with the user while following a specific list of keywords in the
given order. These keywords can be mentioned by either the user or the system, and should
be seamlessly integrated into the dialogue flow. Keywords list: {ORDERED_KEYWORD_LIST}.

Dialogue History:
{DIALOGUE_HISTORY}

Please evaluate the dialogue based on the following criteria:

Helpfulness: Does the system provide useful and relevant information to the user?
Appropriateness: Are the system’s responses aligned with the system’s role and the dialogue
context?

Target Achievement: How effectively does the system’s dialogue strategy guide the
conversation toward achieving the target?

Coherency: Are the system’s responses logically consistent with the prior dialogue?

Provide an overall score between 1 and 5 based on these criteria. Please only
give your score without any explanation.

Figure A9: Evaluation prompt for the PersonaChat dataset.



Item description: 2008 honda civic hybrid 2008 honda civic hybrid Very nice and clean Gps include New tires michelline
Buyer target price: $3100

System: (strategy: inquire) Hi, how much is the car?

User: Hi, this is a good car and its price is 6200.

System: (strategy: propose) Given the car's age (2008 model) and considering it's a hybrid with higher maintenance costs, I
can offer $3,100. It's a fair price considering similar models in the market.

User: I understand your concern about the age, but this Civic Hybrid is exceptionally well-maintained with new Michelin
tires, GPS included, and runs perfectly. Given these features and its excellent fuel economy, my best offer is $5,500 - that's
already $700 off the original price.

System: (strategy: counter-noprice) I appreciate the features, but considering it's a 15-year-old hybrid that may need battery
replacement soon, I can increase my offer to $3,800. That's realistic for this model year.

User: Thank you for your offer, but keep in mind this Civic comes with significant recent upgrades - new Michelin tires alone
are worth $600. I can go down to $5,000, but that's my absolute bottom price given its excellent condition and complete
maintenance history.

System: (strategy: confirm) What's the current mileage on the car, and has the hybrid battery ever been replaced? This
information would help me better evaluate my offer. Based on typical market values, I can go up to $4,200, but I'd need
confirmation about these important details first.

User: The car has 120,000 miles, and while the original hybrid battery is still performing well, I had it professionally tested
last month. Given the car's pristine condition, new tires, and the fact that Honda Civic Hybrids are known for their reliability,
I can come down to $4,800 - that's my final offer, and it's a great value for such a well-maintained vehicle.

System: (strategy: confirm) The mileage is a bit high, and with the original battery, there's a risk of replacement needed soon.
However, I can stretch to $4,400 given the new tires and GPS. Would you share the latest mpg performance data to verify the
hybrid system is still operating efficiently?

User: Thanks for your offer. The hybrid system is still performing excellently, averaging 45 MPG city/highway combined.
Given this efficiency, the new Michelin tires, GPS, and overall pristine condition, I can meet you halfway at $4,600. That's an
absolute steal for a reliable Honda with so many premium features.

System: (strategy: confirm) Since the mpg is good and the car has premium features, I'll go up to $4,500, but I'd like to verify
the maintenance records first. Can you provide documentation of the recent hybrid battery test and regular service history?
User: Given your interest in the documentation, I can accept $4,500 if we can close the deal today. I have all maintenance
records, including the recent battery test results, ready to show you. The car is parked right outside if you'd like to take a test
drive and verify everything I've mentioned.

Figure A10: Example conversation from the Craigslist bargain dataset when the system acts as the buyer.



Item description: 2008 honda civic hybrid 2008 honda civic hybrid Very nice and clean Gps include New tires michelline
Seller target price: $6200

[User: Hi, how much is the car?

System: (strategy: inform) Hi! I'm asking $6,200 for this 2008 Honda Civic Hybrid. It's in excellent condition with new
Michelin tires, GPS included, and runs perfectly. What's your budget range?

User: I've done some research on similar Civic Hybrids from 2008, and considering the age and average market price, I can
offer $3,100 cash today. The car appears to be in good condition, but it's a 15-year-old hybrid that may need battery
replacement soon.

System: (strategy: deny) That's far too low for this vehicle. While I understand your concern about the age, this Civic has
been well-maintained and comes with valuable upgrades like new Michelin tires and GPS. Given its excellent condition and
current market value, I couldn't go below $5,800.

User: T respect the car's condition, but hybrid battery replacement costs can run $2,000-3,000, and I've seen several 2008
Civic Hybrids sell for around $3,500 recently. I can increase my offer to $3,400 cash right now, which is fair considering
these factors.

System: (strategy: deny) I appreciate your concern about the battery, but $3,400 is still too low. This Civic has premium
Michelin tires alone worth $600, and the GPS system adds significant value. Given its pristine condition, my best offer is
$5,500 cash today - that's already a $700 discount.

User: Tunderstand you have maintained the car well, but $5,500 is still quite high for a 15-year-old hybrid. I can meet you at
$3,800 cash right now - that's the most I can do considering the age and potential battery replacement costs, but it's a fair
price that gives you a quick, hassle-free sale today.

System: (strategy: counter-noprice) Look, I can appreciate your concerns, but $3,800 significantly undervalues this well-
maintained Civic - ['ve recently seen similar models selling for much more. Given the new Michelins, GPS, and excellent
condition, I can come down to $5,200, but that's really the lowest I can go considering its true market value.

User: T'll make this my final offer: $4,100 cash, ready to finalize the deal right now. This accounts for the good condition and
extras while being realistic about the car's age and potential battery concerns. Take it or leave it - I'm a serious buyer with
cash in hand.

System: (strategy: counter) While I appreciate your cash offer of $4,100, it's still too low for this particular Civic. I've
invested in premium upgrades and maintained it meticulously. My absolute bottom price is $4,900 cash today - that's already
a $1,300 discount from my initial asking price and reflects both the car's true value and its excellent condition.

User: Given that we've come down from $6,200 to $4,900, and considering the included GPS and new Michelin tires, I can
stretch my budget to $4,400 cash right now - that's the absolute maximum I can offer for immediate purchase, and it's a fair
price that benefits us both.

System: (strategy: affirm) I can meet you at $4,700 - that's a fair middle ground considering the GPS, new Michelins, and
pristine condition. It's my final offer, and you can drive it home today with cash in hand.

User: 1 appreciate how far we've come in the negotiation, and $4,700 is getting closer, but I can do $4,500 cash right now -
that's truly my best offer. You get a quick sale today, and I get a well-maintained Civic with the extras. Deal?

System: (strategy: affirm) Thanks for your offer of $4,500, but I'm firm at $4,700. That's already a significant reduction from
the original price, and you're getting a meticulously maintained Civic with valuable upgrades. I can have all paperwork ready
for an immediate sale at $4,700.

User: T understand your position, but let's close this today - I'll meet you halfway at $4,600 cash right now. You get
immediate payment, and I'll take care of all the paperwork. What do you say?

System: (strategy: affirm) Alright, given we're both so close and you're ready with cash today, I'll accept $4,600. You're
getting a great car with premium upgrades at a fair price. Shall we proceed with the paperwork?

User: Deal! T'll bring $4,600 cash and meet you to complete the sale. Can you please have all the necessary paperwork ready?
Looking forward to picking up the Civic.

Figure A11: Example conversation from the Craigslist bargain dataset when the system acts as the seller.



User Profile: Age Range: Over 50, Name: Ligian Sun, Gender: Female, Residence: ginghuangdao, Occupation: Retired, POI:
Bayuzhuang Sichuan Restaurant, Accepted food: Sweet and Sour Spare Ribs, Accepted POI: Chuanlaojiu Chuanchuanxiang
Target: POI recommendation, Zhongtian Food Sichuan Cuisine(Normal University store)

System: Ligian Sun, it's great to meet you! I'm a big foodie myself and I'm always on the lookout for new delicious places to
try. Have you been to Qinghuangdao recently?

User: Yes, I enjoy exploring new eateries in Qinghuangdao! Sweet and Sour Spare Ribs remain my favorite, especially at
Chuanlaojiu Chuanchuanxiang. It's a delight!

System: That's wonderful to hear, Ligian Sun! Sweet and Sour Spare Ribs are indeed a classic favorite. Have you discovered
any other interesting dishes or cuisines in the area recently?

User: 1 recently tried some local seafood dishes; they were delightful! But Sweet and Sour Spare Ribs will always hold a
special place in my heart.

System: That's fantastic! Local seafood can be so fresh and flavorful. Have you ever explored Sichuan cuisine? It offers a
unique blend of flavors that might intrigue you!

User: 1°'ve always cherished the balance of flavors in Sweet and Sour Spare Ribs. Sichuan cuisine sounds exciting; perhaps I’1l
give it a try next!

System: I'm glad to hear that, Ligian Sun! Sichuan cuisine is known for its bold flavors and spicy kick. Do you have a favorite
type of dish you'd like to explore in this cuisine?

User: 1love exploring new flavors, especially spicy dishes! Perhaps a spicy sweet and sour dish could be a delightful twist for
me.

System: Sichuan cuisine has some exciting dishes that blend sweet, sour, and spicy flavors! For instance, their Boiled Fish
with Pickled Cabbage and Chili offers a unique taste experience. Interested?

User: That sounds intriguing! I love the idea of sweet and sour being combined with spice. Exploring new flavors keeps life
interesting!

System: Absolutely, Ligian Sun! Sichuan cuisine has so many delightful surprises. Another dish you might enjoy is the Kung
Pao Chicken, which beautifully balances sweet, savory, and spicy elements!

User: 1 appreciate the suggestion! A good balance of sweet, savory, and spicy always excites me. Trying new flavors truly
brings joy to everyday life!

System: I'm glad you resonate with that, Ligian Sun! If you're looking for a fantastic place to explore these flavors, have you
heard about Zhongtian Food Sichuan Cuisine at the Normal University store?

User: Thank you! I haven't heard of that place, but I’ll keep it in mind. Discovering new flavors is indeed a joy!

System: Zhongtian Food Sichuan Cuisine offers a variety of dishes that perfectly blend those sweet and sour flavors with a
spicy twist. I'm sure you'll love their offerings!

User: I'm excited to explore Zhongtian Food! New flavors bring such joy to life, especially when they blend sweetness with
spice. Can't wait to try!

Figure A12: Example conversation from the Topdial dataset.

Target: mention the keywords food, sort, stuff, pet, sound, dog, animal, obsess, animal, job, dog, job, cat, pet, cat in the dialogue

System: Hi, how are you doing?

User: I'm doing well, thanks! How about you? Anything exciting happening today?

System: I'm good! I was in my living room earlier, thinking about cooking some delicious food. Do you enjoy cooking as well?
User: 1 do enjoy cooking! What kind of food are you thinking about making?

System: 1 love cooking all sorts of stuff, especially pastas. What’s your favorite thing to make?

User: Pasta is great! I love making homemade marinara sauce from scratch. Do you have a favorite pasta dish you like to cook?
System: That sounds delicious! I also enjoy cooking pastas. By the way, do you have any pets?

User: Yes, I have a dog! He loves to hang out with me while I cook. Do you have any pets?

System: 1 don’t have any pets myself, but I love animals! What's your dog's name?

User: My dog's name is Max! He always tries to sneak a taste of whatever I'm making. Do you have a favorite animal?

System: Max sounds adorable! I’ve always had a soft spot for dogs. Animals are amazing companions, don’t you think?

User: Absolutely! Dogs bring so much joy and energy. What's Max's favorite food? Does he have any funny habits while you're
cooking?

System: Dogs really do bring a lot of joy! I help animals at my job, and it's rewarding. How about you—what do you do for
work?

User: I work in marketing, which keeps me busy and creative! Helping animals sounds fulfilling—what kind of work do you do
with them?

System: That sounds interesting! I work at a shelter, helping dogs and cats find loving homes. Do you have any favorite pets,
like a dog or a cat?

User: That sounds really rewarding! I love both dogs and cats, but I’ve always had a special bond with dogs. What’s the most
memorable experience you've had at the shelter?

System: I remember when a shy dog finally found his forever home. It's moments like those that make my job worth it! Do you
have any pets, like a cat or a dog?

Figure A13: Example conversation from the PersonaChat dataset.
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