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Abstract

In an environment of increasingly volatile financial markets, the accurate estimation of risk
remains a major challenge. Traditional econometric models, such as GARCH and its variants, are
based on assumptions that are often too rigid to adapt to the complexity of the current market
dynamics. To overcome these limitations, we propose a hybrid framework for Value-at-Risk (VaR)
estimation, combining GARCH volatility models with deep reinforcement learning. Our approach
incorporates directional market forecasting using the Double Deep Q-Network (DDQN) model,
treating the task as an imbalanced classification problem. This architecture enables the dynamic
adjustment of risk-level forecasts according to market conditions. Empirical validation on daily
Eurostoxx 50 data covering periods of crisis and high volatility shows a significant improvement in
the accuracy of VaR estimates, as well as a reduction in the number of breaches and also in capital
requirements, while respecting regulatory risk thresholds. The ability of the model to adjust risk
levels in real time reinforces its relevance to modern and proactive risk management.

Keywords: Deep reinforcement learning, Directional prediction, Imbalanced class problem, Value-
at-Risk

1 Introduction

Forecasting stock prices using empirical data is a central topic in financial research. In recent years,
the growth of technology and the massive availability of data have heightened interest in the use of
machine learning models in the analysis of financial markets. These models help to capture the in-
herent complexity of financial data, characterized by its nonlinearity, hidden structures, and dynamic
evolution in response to various factors. However, in the context of risk management and portfolio
optimization, the analysis of stock market returns is more relevant than the study of asset prices.
Returns are often stationary, which makes for a more robust analysis, and, in accordance with the
central limit theorem, they can sometimes be approximated by a normal distribution. However, this
assumption is questionable given the stylized facts of financial time series: non-linear autocorrelation,
asymmetric distribution tails, volatility clustering, and leverage. These features make the predic-
tion of returns more complex than that of prices, as illustrated in figure 1, where we observe that
conventional models struggle to predict excess returns, whether positive or negative.
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Figure 1: Euro Stoxx 50 return forecasts using different models

This difficulty in capturing strong positive and negative variations is also observed in machine
learning and deep learning models, despite their great flexibility and ability to model complex non-
linear relationships. These models are based on optimization algorithms that require large volumes
of data to efficiently learn the underlying dynamics of financial markets, particularly when dealing
with rare and extreme events (Pokou, 2022). Extreme events, by definition, are infrequent in financial
time series, which limits the capacity of these models to extract exploitable regularities (Fawcett and
Provost, 1997). The most machine learning and deep learning models are trained by minimizing mean
square error (MSE) or similar loss functions, which give disproportionate weight to errors on the most
common values at the expense of extreme events.

These approaches lead to a bias in favor of predictions close to the mean of historical data, re-
ducing the sensitivity of the model to strong market variations (Goodfellow et al., 2016). As a result,
even advanced architectures such as recurrent neural networks (RNN), temporal convolutional neu-
ral networks (TCN) or hybrid model combinations (e.g. ARIMA-ANN) fail to accurately anticipate
these rare events (Zhang, 2003; Tealab, 2018; Pokou et al., 2024b). This difficulty is partly related
to the efficient market hypothesis Fama (1970), which postulates that prices incorporate all available
information, making their prediction uncertain.

Faced with the difficulty of accurately predicting the returns of the stock market, several authors
(Kanas, 2001; Nyberg, 2011; Oh and Sheng, 2011; Alostad and Davulcu, 2017; Becker and Leschinski,
2018; Chandrasekara et al., 2019) have proposed reformulating this problem into a classification task,
focusing no longer on the exact value of the returns, but on their sign (positive or negative). This
approach, known as directional return prediction, is based on the idea that the key to many investment
strategies is not to anticipate the precise return but rather to determine the future direction of the
market. For this purpose, a threshold is defined to classify returns into distinct categories: generally,
this threshold is set at zero, thus distinguishing positive from negative returns. However, some studies
(Chung and Hong, 2007; Linton and Whang, 2007) have proposed more sophisticated thresholds,
based, for example, on multiples of the standard deviation or quantiles of the return distribution, to
better capture significant market movements.
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In this study, we extend this approach by adopting a threshold, inspired by the work of Nevasalmi
(2020). Rather than simply distinguishing between positive and negative returns, we introduce a finer
classification that isolates some of the noise and better identifies extreme returns, whether strongly
positive or negative. This approach refines the prediction by focusing on the most significant market
movements. However, it leads to class imbalance, making the classification task more complex. To
the best of our knowledge, this problem has been little explored in the context of financial time series.
However, financial risk management relies on measures such as Value-at-Risk (VaR), which estimates
the maximum potential loss of a portfolio over a given time horizon with a certain level of confidence.
Originally developed in the work of Markowitz (1952, 1959), VaR has been widely adopted in banking
regulation (Basel I, I, IIT). But despite its importance, VaR has certain limitations:

e Overestimation of risk, leading to a waste of capital
e Underestimation of risk, increasing exposure to excessive losses.

These limitations have led to the development of alternative measures, such as Expected Shortfall
(ES), which is more mathematically robust but whose backtesting methods remain less well estab-
lished. In this study, we focus on improving VaR prediction by incorporating directional prediction of
returns into its estimation. Traditionally, directional return forecasting relies on statistical and super-
vised machine learning models, such as logistic regression (LR), gradient boosting (GBM), random
forests (RF), neural networks (MLP, LSTM, etc.). (Tang et al., 2008). However, these approaches
suffer when there is a class imbalance, which is precisely the case in our study. To mitigate this effect,
various rebalancing techniques have been developed:

e Resampling methods: oversampling (SMOTE, ADASYN) or undersampling (ENN, Tomek-
Links)

e Ensemble methods: boosting, bagging and random forests
e Cost-sensitive learning, which penalizes errors on the minority class.

However, these approaches can induce bias or overfitting. Deep reinforcement learning (DRL)
represents a promising alternative, as it directly learns an optimal policy for managing class imbal-
ance. Successfully applied in various fields (Mnih et al., 2013; Gu et al., 2017; Mao et al., 2016; Zhao
et al., 2017; Yu et al., 2021), DRL has recently been used in finance (Deng et al., 2016; Liu et al.,
2020; Yang et al., 2020; Zhang et al., 2020; Pokou et al., 2024a). Its integration into our approach
improves the robustness of directional forecasting and, by extension, VaR estimation. The use of Deep
Reinforcement Learning (DRL) to estimate risk measures such as Value-at-Risk (VaR) and Expected
Shortfall (ES) has recently attracted growing interest in quantitative finance. Morimura et al. (2012)
proposed a parametric approach to estimate the density of returns via an extension of the Bellman
equation, leading to robust and risk-sensitive TD learning algorithms. In a similar framework, Ying
et al. (2022) developed the CVaR-Proximal-Policy-Optimization (CPPO) algorithm, constraining pol-
icy optimization to a bound on Conditional Value-at-Risk (CVaR), thus guaranteeing more robust
learning in the face of uncertainties.

Furthermore, Barrera et al. (2022) have studied nonparametric learning of VaR and ES using
generalization bounds derived from Vapnik-Chervonenkis statistical theory, highlighting approxima-
tion methods based on quantile regressions and neural networks. From a complementary perspective,
Clements et al. (2019) have examined epistemic and random uncertainties in DRL applied to Q values,
proposing a DQN algorithm adjusted for these uncertainties and demonstrating improved stability of
risk estimates. In addition, recent work on robust estimation of ES in heavy-tailed distributions has
highlighted the limitations of traditional approaches and the potential contribution of DRL to cap-
ture the extreme dynamics of financial returns. These contributions illustrate the advances of DRL in
financial risk modeling while raising challenges regarding the interpretability of learned policies and
the stability of risk estimates in uncertain environments.
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In contrast to this work, our approach applies DRL to directional forecasting of stock returns
in order to improve VaR estimation. By reformulating the problem as a directional classification
task rather than a classical return regression, we take advantage of DRL to better manage the class
imbalance and refine the forecast accuracy. This approach aims to overcome the limitations of tradi-
tional methods by providing a more reliable estimate of risk, thus minimizing the overestimation and
underestimation errors common in VaR calculations.

The main contribution of this paper lies in the development of a new empirical approach to
Value-at-Risk (VaR) estimation. In contrast to traditional approaches, our method takes advantage
of directional prediction of returns to dynamically adjust the VaR, enabling better adaptation to
market fluctuations. In addition, it incorporates efficient class imbalance management thanks to the
capabilities of Deep Reinforcement Learning (DRL), which considerably improves the stability and
relevance of risk forecasts. Finally, this approach stands out for its ability to increase the accuracy and
robustness of VaR, simultaneously reducing the number of violations and excessive capital allocation,
thus offering a more effective framework for financial risk management.

The paper is structured to guide the reader progressively through our methodological approach
and its empirical implications. First, Section 2 introduces the methodological framework, detailing
the theoretical foundations and models used for adaptive Value-at-Risk estimation. The next sections
3 and 4 present the empirical results obtained, together with an in-depth analysis of their robustness,
highlighting the performance of our approach compared to conventional methods. Finally, Section 5
concludes the study by summarizing the main contributions and opening the discussion on prospects
for improvement and future application of our model.

2 Methodology

Let P, be the closing price of an asset at time ¢, so the logarithmic return at time ¢ over a unit time
interval is defined as r; = log(P;/Pi—1).

2.1 Value-at-Risk

The Value-at-Risk (VaR) is the quantile « of the return distribution and represents the loss that will
be exceeded in a proportion a x 100% of cases during the next period. Then we have :

P(rip < =VaRY ) =« (1)

where a € [0,1] is a probability generally set at 0.05 or 0.01. After a short demonstration in a few
steps, we have the following :
VaRiyi(a) = —Frn () (2)

where Fj.,
tion.

VaR has gained popularity due to the simplicity of implementation and the ability to make no as-
sumptions about the parametric form of return distributions. Although we may be tempted by
non-parametric solutions, it is important to remember that parametric VaR is very useful.

() represents the inverse return distribution function, also known as the quantile func-

In particular, a model capable of taking into account stylized facts about asset return distribution
was defined. The normal distribution is often used, except that unconditional return distributions
usually have much fatter tails. Using first two conditional moments of the distribution, it is possible
to present returns time series in this form:

Ty = W+ 012t (3)

where r; is the return at time ¢, u; is the conditional mean, o; is the conditional volatility of the
return and z; is the residual of the process (innovation term).
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It is assumed that z; are distributed independently and identically and follow a known theoretical
distribution with zero mean and unit variance. If the random variable z; is normally distributed, we
have :

VaR1(a) = —pyg1 — 016" (@) (4)

where ¢! is the cumulative distribution function of a standard normal variable.

Given these stylized facts, and in particular the nonnormality of asset return distributions, a
standardized Student distribution would be the most plausible (with zero mean and unit variance)
with v degrees of freedom, giving :

VaRi1 (o) = —pis1 — oty ' (a) (5)

where ¢, denotes the distribution function of Student’s standard distribution.
This expression will be useful for independently modeling the dynamics of py41 and oyy1. In our case,
pe+1 will be modeled as arithmetic mean returns, which take values very close to zero. Conditional

volatility o441 will be modeled directly using the GARCH (resp. GJR-GARCH) time series.

2.2 GARCH models

Introduced by Bollerslev (1986), the GARCH(p,q) model can be defined by assuming that {r;}:cz is
a stochastic process decomposable in terms of expected returns and residuals, as follows:

Te =+ €

where

{ €t — OtZt (6)
of = ao+ i aig; + 25 Biop;

with 0 < ag, Vi = 1,...,p, 0 < a1 < 1,Vj =1,...,¢q, 0 < 51 <1 and independent, identically
distributed variable z;.

The GARCH (1,1) model is the simplest and most commonly used univariate model and can be

delined as [OHOWS
€ = Ot&
{ t t<t (7)

_ 2 2
oy =aqQp+ Q1€ q + ,810},1

where the variance process o7 in GARCH(1,1) is stationary when oy + 1 < 1.
The convergence rate depends on a7 + 81. As persistence is closer to 1, it takes longer for a shock to
be forgotten by the market.

Glosten, Jagannathan, and Runkle (1993) proposed the GJR-GARCH(p,q) model to overcome
GARCH’s inability to differentiate between negative and positive shocks and to take leverage into
account. It can be defined as follows:

{ €¢ = OtZ¢ (8)
of =ao+ (i +7ile_<0) X €+ Y1 Biot

In particular, GJR-GARCH(1,1) is expressed as follows:

{@ Zo )

oy =aqp+ (o1 + 716,5,1<0) X 6%_1 + 5103—1

where positivity of conditional variances is ensured by ag > 0, a3 > 0, f1 > 0 and a1 +v > 0,
therefore, if v > 0, bad news has a greater impact on conditional variance than good news, and in
addition, stationarity of variances is possible provided that oy + 81 + 0.5y < 1.
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2.3 Threshold selection for directional prediction

Although regression models were the most intuitive approach to predicting future values of stock
market asset returns, the current trend shows that classification models appear to have better predic-
tive power. Except that this requires transforming a prediction problem into a classification problem.
Classes are determined according to the desired goal via a threshold. In trading, for example, it is
possible to construct strategies based on return signs (positive or negative) or excess returns, i.e. the
difference between returns and the risk-free rate (r¢). In directional prediction, binary dependent
variables are created from return series using an indicator function

yt(C) = ]l{rt>c} or Z/t(C) = ]l{rtfrf>c}

where ¢ is a given threshold (often ¢ = 0).

In our study, given that the objective is to improve value-at-risk performance, the chosen threshold
is the lowest VaR violation.
c=max{rr11 < VaRpy1(a)}eeqr,... 1) (10)
yt(c) = ]l{ngc}

H is the number of VaR violations.
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Figure 2: Illustration characterization of threshold and return classes

Figure 2a illustrates our threshold choice. It allows us to create two classes representing low-risk
(y¢(c) = 0) and high-risk (y:(c) = 1) returns, respectively, as shown in figure 2b.

2.4 Proposed VaR model

Let VaRi11() be the value-at-risk with a threshold « calculated using a GARCH or GJR-GARCH
model. Let us consider a classification model that assigns at each time t+1 a predicted risk category
among two possible states:

e "Low risk": low level of risk

e "High risk": high level of risk

Definition 1 (Classification-Adjusted Value at Risk). The Classification-Adjusted Value at Risk,
noted VaR () is defined as follows:

(1=01)-VaRiy1(a), siFip1 = "Low risk”

11
(14+b2) - VaRsy1(«w), sitip1 = "High risk” (11)

VGRML(OL) = {

where :
e by,by € RT are calibration parameters determining the extent of the reduction or increase in

VaRi1(a).

e 7111 is the prediction of the future risk level made by the machine learning models we will present

in the next section.
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Figure 3: Proportion of different return classes

The proposed VaR model has properties identical to those of the original VaR. Knowing that it
is not possible for 7,11 to have two risk levels at the same time, one of equation (11)’s components
becomes null, and with VaR’s positive homogeneity property, the proof is obvious.

2.5 Machine Learning

In figure 3, we can see that we are dealing with an unbalanced class problem. This is a major chal-
lenge in training traditional Machine Learning models, including logistic regression (Dreiseit] and
Ohno-Machado, 2002), Support Vector Machine (SVM) (Vapnik, 1999; Tang et al., 2008) and various
neural network architectures such as perceptron (ANN), multilayer perceptron (MLP) (Rosenblatt,
1958; Murtagh, 1991), recurrent neural networks (RNN) (Ampomah et al., 2020; Sunny et al., 2020)
and Temporal Convolutional Network (TCN) (Lea et al., 2016).

In such scenarios, models tend to favor the majority class, leading to a strong imbalance in predic-
tions, where minority cases are often ignored. Although sampling techniques such as under-sampling
(ENN!, Random Undersampling, Tomek Links) (Kotsiantis et al., 2006; Barandela et al., 2004; Elhas-
san and Aljurf, 2016; Zeng et al., 2016; Pereira et al., 2020) and over-sampling (ADASYN?, SMOTE?,
Random Oversampling) (Chawla et al., 2002; Han et al., 2005; Zhang and Li, 2014) have been devel-
oped to alleviate this problem, they themselves present certain limitations.

Undersampling reduces the size of the majority class, which can lead to a loss of valuable infor-
mation and impair overall model performance. In contrast, oversampling artificially increases the size
of the minority class, but at the cost of an increased risk of overfitting, as synthetic observations may
not faithfully reflect the actual distribution of the data. Another key challenge in these contexts lies
in error measurement and model optimization. Standard cost functions such as cross-entropy loss or
mean square error (MSE) are often inadequate for unbalanced classes, as they are dominated by the
majority class.

This results in weight updates that minimize overall loss, but without improving the model’s
ability to detect the minority class. Even by adjusting the weights of the loss function or modifying
the evaluation metrics (such as using F1-score or recall instead of simple accuracy), classical supervised
models struggle to learn effective representations in such an environment. Given these limitations, the
Double Deep Q-Network (DDQN) appears to be a promising alternative. Unlike purely supervised
models, DDQN is based on reinforcement learning, where the agent learns to optimize its decisions
by interacting with a dynamic environment.

'Edited Nearest Neighbors
2 Adaptive Synthetic Sampling
3Synthetic Minority Over-sampling Technique
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This approach enables more efficient exploration of classification strategies and better adaptation
to imbalances, without depending directly on a pre-established class distribution. By maximizing a
reward function, DDQN learns to handle rare classes in a more robust and adaptive way, offering a
better alternative to classical supervised learning methods.

2.6 Reinforcement learning

Supervised learning, to which the above-mentioned models belong, relies on the use of labeled data to
establish a relationship between inputs (features) and outputs (labels). The aim is to learn a function
that, after training, can generalize to new data and correctly predict the corresponding class. This
type of learning is effective when the data are well balanced and when the relationship between the
explanatory variables and the target variable is sufficiently clear. However, it has significant limita-
tions when applied to complex and dynamic problems, such as those involving high-class imbalance
or requiring sequential decision-making.

In contrast, reinforcement learning proposes a fundamentally different paradigm. Rather than
optimizing a cost function by minimizing the error between predictions and actual labels, the goal is
to learn an optimal policy that maximizes the cumulative reward obtained by an agent interacting
with an environment. This process is based on a trial-and-error loop, where the agent explores differ-
ent actions, observes their consequences, and gradually adjusts its strategy according to the rewards
received. This approach enables models to learn adaptively and autonomously, which is particularly
useful for problems where the underlying rules are dynamic or partially unknown.

Introduced by Sutton and Barto (1998), reinforcement learning was designed to overcome the
limitations of dynamic programming approaches (Puterman, 2014) and Monte Carlo methods (Gilks
et al., 1995). Unlike dynamic programming, which requires explicit knowledge of the environment
model and quickly becomes inapplicable in large state spaces, and Monte Carlo methods, which cannot
easily exploit the temporal structure of decisions, reinforcement learning allows for a more flexible
and scalable approach to the sequential decision problem.

= —

state Eeward action
8 f a

[

' s, | Environment |——

i+

Figure 4: Agent-environment interaction model (Sutton and Barto, 1998)

The agent-environment interaction model is illustrated in figure 4. This problem is based on
the Markov Decision Process (MDP) (White III and White, 1989), which formalizes the interaction
between an agent and its environment in terms of states, actions, rewards, and probabilistic transi-
tions. One of the key concepts of this approach is the value function, which estimates the expected
future reward for a given action in a specific state. The optimization of this function is based on
the Bellman equation, which describes the recursive relationship between state values and future re-
wards, and forms the basis of many modern reinforcement learning methods, including deep neural
network approaches such as the Double Deep Q-Network (DDQN). Thus, by exploiting the principles
of reinforcement learning and MDP, models based on autonomous agents can learn to make optimal
decisions in complex and uncertain environments, where classical supervised approaches encounter
significant limitations. This ability to adapt and learn progressively makes reinforcement learning a
particularly relevant alternative in contexts where data are unbalanced, interaction rules evolve, and
decision making needs to be optimized over the long term.
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2.6.1 Markov Decision Process

A Markov decision process is a 5-tuple (S, A, P, R,~) where :
e S is afinite set of states that the environment can reach such that they satisfy Markov’s property.

e A is a finite set of actions (action space). For our classification problem, a € A := {0,1} where
0 represents the majority class (low risk) and 1 represents minority class (high risk). The action
a taken by an agent consists of predicting a class label.

e P is a state transition function.
We have: P: S x A xS —[0,1].
For a MDP, next state and reward depend solely on the current state and action. The probability
of going from state s to state s> at time ¢ by performing action a is :

P(s,a,8) =Plsiy1 = s'|sy = s, a4y = al

e R gives a signal on actions quality performed by the agent during its learning phase. The reward
function can be defined as the expected value of the reward of the action ¢’ when moving from
one state s to the next s.

R(s,a,s) = E[rri|se = s,a: = a, S441 = ]

The agent is rewarded positively if it correctly classifies a sample (true positive and true nega-
tive), otherwise it is rewarded negatively (false positive and false negative). The reward r; can

be defined as :
+p ay is True Negative

p_) P @ is False Negative
t™ Y 41 a; is True Positive
—1 a; is False Positive

where p €]0,1] more precisely equals the ratio of minority class cardinal to majority class
cardinal.

1. True Negative (TN):
The model predicts "Low risk" and the observation is actually "Low risk". In this case, the
prediction is correct. The reward function awards +p to encourage the agent to correctly
classify the majority class, without penalizing it too much.

2. False Negative (FN):
The model predicts "Low risk", but the observation is actually "High risk". This is a
critical error, as a high-risk individual has been classified as "Low risk". This error is
often more serious than the others The reward function assigns a penalty of —p, which is
consistent with the weighting of the classes, since the minority class is less frequent and
deserves more attention.

3. True Positive (TP):
The model predicts "High risk" and the observation is actually "High risk". This is a
good prediction and should be encouraged. The associated reward is +1, which correctly
rewards the detection of critical cases.

4. False Positive (FP):

The model predicts "High risk", but the observation is actually "Low risk". This is an
error where a "Low risk" individual is classified as "High risk". Although this error is less
serious than a FN, it has a cost in terms of unnecessary processing of a false alarm signal.
The reward function assigns a penalty of —1 to limit false positives.

e v (v €0,1))is a discount factor used to balance immediate and future reward.
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2.6.2 Policy

A policy 7 : § — A defines the agent’s behavior at time ¢t where m; denotes the action a performed
by the agent in state s :
mi(als) = P(ay = alsy = s) (12)

The policy 7w can be considered as a classifier and the agent must be able to learn to perform actions
to maximize the expected total discounted return Gy, according to the following equation.

o0

Gt = ZW’thJrkH (13)
k=0

where v € [0.1] is the discount rate.
The optimal policy 7* to obtain the expected maximum return from all states

7 = arg max E[Gy|r] (14)

s

2.6.3 State-Value function

The state value function is the expected return on a given state s, which then follows a policy 7
(Szepesvari (2010)), that is,
Ur(8) = Ex[G|se = §] (15)

Thus, the optimal state value function is obtained under the optimal policy 7* as:

v* = maxuv.(s) ,Vs €S (16)

2.6.4 Action-value function

The Q function, or the action value of the function, is the expected return from the state s, by taking
action a, then by following policy 7, i.e.,

Qr(s,a) = Ex[Gt|st = s, a1 = d] (17)
The optimal Q-function is the maximum of all policies:

Q*(s,a) = m;?XQW(s,a) VseS, acA (18)

According to Bellman’s expectation equation (Dixit (1990)), the Q function can be expressed as
follows :

Qnr(s,a) = Ex[Rt + vQxr(5t4+1, at41)|st = s, at = a (19)

The optimal policy is found by maximizing the optimal state value function Q*(s,a) presented in
equation (18). In other words, the best policy can be found by greedily choosing action in each state,
which can be defined as :

a (20)

1 if a = arg max Q*(s,a)
™ (als) = 0 else

Using Bellman’s optimality equation, we get :

Q*(s,a) = Ex[R; + 7y max Qr(St4+1,a141)|5¢ = s, a4 = a (21)
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2.6.5 Q-Learning

Since finding an optimal policy meant maximizing the Q function, Sutton (1988) proposed the tem-
poral difference (TD) learning algorithm, which belongs to the class of tabular algorithms. It is based
on a bootstrapping operation that uses estimated values of future states to update the estimate of
current state. Then it saves the sample in a Q-table, from which the new estimate is obtained from
a sample of possible options for the next state.

However, it becomes impossible to perform this backup due to enormous table size when envi-
ronment has a large number of states or a continuous state space. In this sense, Watkins (1989)
introduced one of the most popular algorithms, Q-learning, which is an extension of the temporal
difference to overcome this limitation. So, instead of directly estimating a state value, we estimate
each state-action pair value.

The goal is to gradually learn to associate states with actions in order to maximize expected
rewards. These expected rewards (Q-values) are stored in a lookup table (Q-table), which functions
as a memory that is updated as the agent explores its environment. The update rule is as follows:

Qnr(st;ar) «+ (1 — a)Qx(st,a1) + <Rt+1 +7 max Qw(5t+1,at+1)> (22)

at+1€A
where

o Qr(st,ar) is the Q-value for state s, and action a;.

e « is the learning rate that controls the size of the update.

R;y1 is the reward obtained after taking action a; in state s;.

v is the discount factor.

maxgy,,, eh Qr(5i41,a:41) is the best Q-value for the next state.

2.6.6 Deep Q-Network

In Q-learning, the agent must maintain and update a set of Q-values for all pairs of states and ac-
tions. However, in some applications, billions of unique possible states and several available actions
are required. As a result, the time and cost of calculating and updating all Q-values become virtually
unfeasible, which is known as "the curse of dimensionality". Deep Q Network (DQN) solves this
problem by using a deep neural network to approximate the Q-function.

We then have Q% (st ar) = Qr(st,at,6) where 0 is a vector containing all weights and biases of
the neural network. This neural network takes as input the current state s; and the action a; and
estimates the Q-value. Furthermore, as mentioned earlier, DQN introduces Experience Replay and
target network Qm two important enhancements that stabilize learning. Qw—network used to estimate
the target value is then :

DQN

g = Rer +y max Qr(set1,ae11;607) (23)
at1€A

where 6 are the weights of the target network.

After randomly sampling mini-batches of experiments from the replay buffer, these experiments are
used to train the Q-network to minimize the difference between predicted and target Q-values. The
weights of the neural network (0~) are updated by the gradient descent of the loss function, which is
represented by the following formula.

L) =E [(ytDQN _ Qﬂ.(st,s,at;e))T (24)

where 6 are the weights of the current network.
To avoid instability during learning, Q-network (Q(s,a;#)) is updated at each learning step,
whereas the target network (Q (s, a; 7)) is updated less regularly by copying weights from Q-network.
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2.6.7 Double Deep Q-Network

During Q-value estimation for each possible action in a given state with Deep Q-Network (DQN), a
frequent problem is overestimation can lead to suboptimal policy selection. This is because the DQN
uses the same network to guide exploration (maximum action selection) and to evaluate this action.
Van Hasselt et al. (2016) proposed double deep Q-network (DDQN). An algorithm that advocates
using two separate networks to estimate and evaluate actions, thus reducing over-estimation and
improving learning stability. Instead of using update function expressed by equation (22), DDQN
strategy is based on update functions presented in Jang et al. (2019)’s paper :

Qgrl)(sta ap) < (1 — a)Qﬁr”(St, ar) + « |:Rt+1 + v maé(A Qgr2)(5t+17 at+1)} (25)
ati1

Q7(T2)(st, ar) < (1 — a)Qf)(st, at) + o |:Rt+1 + maé(A QQ)(SM, at+1)} (26)
at+1

Q-function (QQ)) changes its value according to the value of the other Q-function ( 53)), and both
functions determine the action. Dans ce cas, la valeur cible du DQN peut alors étre écrite comme
suit :

yPPN — Riyy + 4 max Qr <8t+1,a?“9 max Qr(st41,a41; 9);9) (27)
at+1€A CLt+1€A

Consequently, the Q-network selects the action a; that results in the maximum Q-value for the
next state, and the target network calculates the estimate of the Q-value based on the action selected
previously. As with DQN, the use of the replay buffer makes learning more stable and efficient. During
the learning process, experience replay is used to update the main network parameters, minimizing a
differentiable loss function which, in the DDQN case, has the following form:

EDDQN(G) =E [(ytDDQN — Qx (s, a; 9))2] (28)

It also updates the second network weights 6, which are replaced by the target network weights 6.
The weights of both networks are updated at different times, rather than simultaneously. At each
learning stage, the valuation network is used to select the optimal action, but the target network
is used to evaluate this action. Periodically, weights from the evaluation network are copied to the
target network.

3 Empirical results

In this paper, we evaluate the performance of the proposed Value-at-Risk (VaR) model on the Euro
Stoxx 50 index, a benchmark index of the 50 largest market capitalizations in the Eurozone. The data
used come from Yahoo* Finance datastream, covering the period from September 1, 2008 to March
13, 2025. The levels of risk of high risk and low risk will be defined according to the methodology
presented in Section 2.3 and shown in figure 2b. An intuitive approach to predicting future risk levels
would be to use the lagged returns of the individual components of the Euro Stoxx 50.

However, this methodology has several major limitations. Since its inception, the Euro Stoxx 50
has undergone several periodic revisions, with companies added or removed to reflect developments
in European financial markets. This dynamic leads to discontinuity in the data series, which would
complicate the training of machine learning models. This is because models based on these compo-
nents would require constant updates whenever the index changed, making the analysis less robust
and difficult to generalize. To overcome these limitations and ensure a more robust, generalizable,
and stable approach over time, we opted for a more relevant selection of explanatory variables. As a
first step, the stock market indices of the main economies in the euro zone would allow us to capture
the overall economic development of European countries and identify general market trends.

‘https://fr.finance.yahoo.com/

page 12


https://fr.finance.yahoo.com/

Euro Stoxx 50 daily returns
2008-09-01 to 2025-03-13

0.051 . .

0.00
l'Ih
-0.05{ W%
s Y
. « training
—0.101 validation
« ftest

008 5002 o010 o3 a0dE 4003 S0d% o0)0 Lod© LoV od® 02 5020 L02% 407% 4073 402t 4020
cep P eep P eep T cep T gep T eep T eep T gep T cep P gep M gep Fged P ged T gep P gep P gep Tgep P gep

Date
Figure 5: Data set splitting

Then, the currencies influencing European financial markets, which play a key role in the compet-
itiveness of exporting companies and the attractiveness of foreign investment in Europe. We consider
strategic currency pairs such as EUR/USD and EUR/GBP . In addition to macroeconomic variables,
certain technical indicators are integrated to detect trends and signals of market reversal. To ensure
a reliable and rigorous evaluation of the model, we divided the data chronologically into three dis-
tinct samples, as shown in figure 5. The training sample, which will make up the bulk of the data,
is used to train the model by learning the relationships between the explanatory variables and the
target variable. The validation set will be used to adjust the model’s hyperparameters and prevent
overfitting, thus guaranteeing a better generalization. Then there is the test sample, which will be
used only after training and validation, to assess the model’s actual performance on new observations
and measure its ability to make reliable predictions in an unknown environment.

Feature selection
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Figure 6: Features selection

The variables were selected using the Boruta algorithm, a robust method specially designed for
machine learning models. This algorithm determines the most relevant variables for predicting the
risk level of financial asset returns, by identifying variables with a significant influence.
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The Boruta algorithm (Kursa and Rudnicki, 2010; Kursa et al., 2010) is particularly well suited
to complex datasets, such as those encountered in the financial field, where relationships between
variables are often nonlinear and difficult to model. Analysis of the importance of variables using the
Boruta algorithm (see figure 6) reveals a clear hierarchy of risk factors. It is interesting to note that
the past return of the Eurostoxx 50 at time ¢t — 1 ("STOXX50E ret) only explains around 20% of the
prediction, which may seem relatively modest given its direct link with the level of risk.

This limited contribution can be interpreted by the fact that market dynamics rapidly integrate
past information, making simple returns less informative in non-linear models where memory effects,
conditional volatility and structural interdependence predominate. For comparison, FEZ, an ETF
that faithfully replicates the Eurostoxx 50, provides additional information (17%) that could capture
intraday price adjustments, liquidity effects, or market expectations not contained in the raw index.
CAC 40 ("FCHI), representing a major component of Eurostoxx 50, provides an explanation of the
order of 13%, reinforcing the idea that sector diversification within the index plays a differentiated
role in risk formation.

And, volatility forecasts using the GARCH and GJR-GARCH models (varying significantly be-
tween 8 and 10%) confirm that the dynamics of expected volatility are a robust but not exclusive
determinant of future risk, suggesting that market-perceived risk incorporates both feedback, struc-
tural, and behavioral expectation factors. The low explanatory power of currencies such as EUR/USD
(EURUSD=X) or EUR/GBP (EURGBP=X) in predicting risk levels can be explained by their global
macroeconomic role, often uncorrelated with the specific dynamics of European equity markets. These
currency pairs mainly reflect broad monetary and geopolitical movements whose impact on the risk
of the stock index is indirect or delayed.

Similarly, technical trading indicators such as buy/sell signals or ARIMA outputs are often built
on local heuristics, and only partially capture structural risk components such as implied volatility,
inter-market correlation, or sector sensitivity. Their simplifying and short-termist nature therefore
limits their ability to explain complex risk phenomena. Table B1 shows the variables selected based
on this algorithm.

| Assets | Mean (%) Std (%) Skewness Kurtosis Min Max  ADF Jarque-Bera
EURUSD=X -0.007 0.724 0.782  113.692 -0.143 0.160 -12.606 2136941.801
EURGBP=X 0.001 0.598 0.166 62.569 -0.111 0.110 -33.930  647122.057
BZ=F -0.006 2.440 -0.606 13.962 -0.280 0.212 -63.680 32465.986
FEZ 0.019 1.741 -0.409 9.130 -0.133 0.162 -11.813 13887.933
AFCHI 0.017 1.409 -0.188 8.671 -0.131 0.106 -21.735 12451.577
AGDAXI 0.034 1.399 -0.087 8.742 -0.131 0.116 -20.348 12637.285
NAEX 0.022 1.311 -0.327 9.672 -0.114 0.100 -12.401 15532.029
ASTOXXS50E 0.014 1.429 -0.245 7.909 -0.132 0.104 -21.293 10379.093

Table 1: Descriptive statistics for returns

‘ Features ‘ Mean Std Min Max
ASTOXX50E Close 3346.722  706.846 1809.980 5540.690
ASTOXX50E High 3370.447 705.616 1823.250 5568.190
ASTOXX50E Low 3321.543 707.570 1765.490 5506.570
ASTOXX50E Open 3346.747 706.032 1812.780 5531.530
BB upper 3469.825 694.591 2139.143 5597.252
BB lower 3213.444 701.508 1670.766 5324.596
EMA 5 3345.631 703.870 1854.835 5495.911
EMA 15 3342.931 696.996 1954.528 5455.968
SMA 5 3345.639 704.382 1857.532 5490.536
SMA 15 3342.891 698.354 1925.779 5481.875
RSI 14 52.626  11.333 10.728 79.894
ASTOXX50E u GARCH -0.000 0.002 -0.049 0.024
ASTOXX50E sig GARCH 0.013 0.006 0.005 0.057
ASTOXX50E sig gir-GARCH 0.013 0.006 0.005 0.057
ASTOXX50E VaR GARCH -0.021 0.011 -0.138 -0.006
ASTOXX50E VaR gjr-GARCH -0.021 0.011 -0.138 -0.006

Table 2: Descriptive statistics for features

page 14



Strategy | Sell Stay Buy
Signal 1 | 3681 143 143
Signal 2 | 3631 168 168
Signal 3 | 3662 165 140

Table 3: Descriptive statistics for positions in different trading strategies

Variables Low risk  High risk
ARIMA indicator 2951 1016
risk level 2928 1039

Table 4: Descriptive statistics of qualitative variables

The risk levels associated with the returns of the assets at time ¢ have been predicted based on the
information available at time ¢ — 1. This data set includes both quantitative and qualitative variables,
which justifies the separate presentation of descriptive statistics in tables 1, 2, 3, and 4, each focusing
on a specific category of variables. Table 1 presents the standard descriptive statistics for the time
series of returns used in this study. These include the mean, standard deviation, skewness, kurtosis,
as well as the results of the Augmented Dickey-Fuller (ADF) test and the Jarque-Bera test.

The ADF test is used to assess the stationarity of the time series, a necessary condition for the
appropriate application of econometric models. The results suggest that most of the series, notably
the Eurostoxx 50, exhibit stationarity. This finding is further supported by a visual inspection of the
data in figure 2, where the return series are seen to fluctuate around a constant mean, which is a
key characteristic of stationary behavior. In addition, the Jarque-Bera test systematically rejects the
hypothesis of normality for the return distributions. These distributions exhibit significant skewness
(positive or negative) and excess kurtosis (greater than 3), indicating the presence of fat tails com-
pared to the normal distribution.

This statistical behavior reflects the non-Gaussian nature of financial return distributions and
highlights the presence of extreme events and asymmetries. Given these empirical characteristics,
nonnormality, skewness, leptokurtosis, and stationarity, the use of nonlinear models is well justified,
as they are better suited to capture the complexity and irregularities present in financial market
dynamics. The analysis of the descriptive statistics in table 2 highlights significant scale disparities
between the various variables used in the study. Such heterogeneity makes data normalization a
crucial preprocessing step, especially within the framework of our hybrid modeling approach that
combines GARCH models with machine learning algorithms.

Normalization not only serves to align the scales and mitigate the impact of outliers, but also
enhances algorithm performance and convergence. Among the available scaling techniques, Min-Max
scaling was selected because of its straightforward implementation and ability to map values linearly
within a defined range. Furthermore, tables 3 and 4 provide essential qualitative insights into market
conditions.

Table 3 highlights the signals produced by three technical trading strategies: Simple Moving
Average Cross (Signal 1), Exponential Moving Average Cross (Signal 2), and Relative Strength Index
(RSI, Signal 3). Each of these strategies translates price dynamics into actionable recommendations
by classifying market positions as "Buy", "Sell", or "Stay". These positions reflect the prevailing
market trend and can serve as a valuable input in decision making for investors or algorithmic trading
systems. As such, these trading signals offer a complementary layer of information that enhances the
predictive power of our models, particularly in adaptive strategies under uncertain market conditions.
Finally, the prediction of risk levels obtained from the ARIMA and ARIMA-ANN models (table 4)
offers an additional layer of market insight. These models help forecast future market volatility
by identifying high- and low-risk periods, providing essential explanatory variables for subsequent
classification models.
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Figure 7: Barplot of different risk levels

Figures 7a, 7b, and 7c show the distribution of observations between the two risk classes on the
different samples. In the training sample, for example, there is a clear predominance of the low-risk
class, which represents approximately 69.66% of the data, compared to only 30.34% for the high-risk
class. This distribution remains relatively similar in the validation and test samples. Although this
distribution is asymmetrical, it does not constitute an extreme imbalance. However, this imbalance
remains non-negligible in the context of machine learning, as the majority of classification algorithms
implicitly assume a balanced distribution between classes.

This misalignment can significantly impair model performance, particularly when it comes to pre-
dicting the minority class, which is often the most critical to identify in real-life applications. In our
case, the minority class corresponds to high-risk situations, whose detection is of great importance
for risk management. Misclassification of this class generates much higher costs than for the majority
class. It is therefore essential to adopt appropriate strategies to correct for this increased sensitivity to
prediction error. Among existing solutions, data resampling techniques can restore a certain balance
between classes. The subsampling approach, which consists in reducing the number of observations in
the majority class, proved unsatisfactory in our study, as it generates a significant loss of information
and introduces bias in model learning.

In contrast, oversampling methods, in particular the ADASYN (Adaptive Synthetic Sampling)
algorithm, have substantially improved performance. By generating new synthetic observations of
the minority class, ADASYN enhances the ability of the model to better learn the characteristics
of this class while limiting the bias in favor of the dominant class. Although this method implies a
longer training time, the trade-off is beneficial for better detection of high-risk cases.

In addition to the Double Deep Q-Network (DDQN), which belongs to the family of deep re-
inforcement learning algorithms, our study also employs supervised learning techniques such as the
Multi-Layer Perceptron (MLP) and the Temporal Convolutional Network (TCN). To address the issue
of class imbalance in the dataset, all other supervised learning models are systematically combined
with the ADASYN (Adaptive Synthetic Sampling) oversampling technique. This includes traditional
models such as Logistic Regression (LR), Support Vector Machines (SVM), and basic neural network
architectures such as the Single-Layer Perceptron (ANN).

Another challenge associated with imbalanced classification problems is the selection of appro-
priate evaluation metrics. Relying solely on accuracy can be misleading: a high accuracy score may
simply reflect the model’s tendency to predict the majority class, completely overlooking its ability
to identify minority class instances. This is particularly problematic when the minority class carries
higher misclassification costs, as is often the case in financial risk prediction. To provide a more
reliable and comprehensive evaluation of model performance, we incorporate a set of complementary
metrics: the Fl-score, which balances precision and recall; recall, which assesses the model’s ability to
detect actual positive cases; precision, which measures how many of the predicted positives are true;
and the geometric mean (G-mean), which captures the balance between classification performance on
both classes.
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These metrics offer a more nuanced understanding of the classifiers’ capabilities, especially in
skewed class distributions like those in our dataset.

Metric LR SVM ANN MLP TCN RL Metric LR SVM ANN MLP TCN RL

Accuracy | 0.616 0.639 0.618 0.719 0.788 0.835 Accuracy | 0.514 0.524 0.530 0.678 0.720 0.794

Fl-score | 0.375 0.370 0.368 0.499 0.587 0.668 Fl-score | 0.412 0.431 0.398 0.527 0.595 0.661

Recall 0.283 0.290 0.280 0.396 0.492 0.574 Recall 0.289 0.300 0.285 0.403 0.452 0.540

Precision | 0.555 0.512 0.536 0.675 0.727 0.799 Precision | 0.723 0.765 0.660 0.761 0.870 0.853

G-Mean | 0.489 0.494 0.485 0.596 0.672 0.735 G-Mean | 0.492 0.508 0.485 0.602 0.653 0.714
(a) On validation sample (b) On testing sample

Table 5: Model performance

The comparative analysis of the classification models presented in table 5 highlights the outstand-
ing performance of the Temporal Convolutional Network (TCN) and Deep Reinforcement Learning
(RL) models, particularly in validation and test samples. Of all the models evaluated, RL stood out
as the best performer in all indicators, with an accuracy of 83.5% in validation and 79.4% in test, as
well as the best Fl-score (0.668 in validation, 0.661 in test). The TCN model also performed well,
with an accuracy of 78.8% in validation and 72% in test, just behind the RL model.

In addition, the Recall and G-Mean scores confirm the RL’s robustness, particularly its ability to
detect the minority class, which is generally more difficult to classify in unbalanced problems. The
RL achieves a Recall of 0.574 in validation and 0.54 in test, the highest values of all the models,
which is crucial in a context where misclassification of the high-risk class entails significant costs.
The G-Mean, a synthetic indicator that combines precision and recall, corroborates this finding, with
0.735 (validation) and 0.714 (test), reflecting a good balance in the performance of the two classes.

The superiority of RL over TCN and MLP can be explained by the very nature of deep reinforce-
ment learning, which relies on the dynamics of interaction with the environment to enable optimized
sequential decision making. Unlike supervised methods such as MLP or TCN, RL learns to maximize
a reward function through optimal policies, giving it a strategic advantage in contexts where decisions
must take into account time dependency and the future impact of a current prediction. This adaptive
capacity, reinforced by mechanisms such as exploration /exploitation and Q-value discounting, enables
RL to better manage the uncertainty and temporal structure of financial data.

In short, the key metrics to highlight in this analysis are F1-score, Recall and G-Mean, which pro-
vide a comprehensive measure of performance, particularly in the context of unbalanced data. These
metrics make it possible to go beyond the limits of accuracy, which is often insufficient in this context,
and underline the relevance of using complex models such as RL for financial risk classification tasks.

Now that the analysis of classification models has been completed, our attention turns to the
empirical evaluation of the performance of our proposed Value-at-Risk (VaR) model. In order to
obtain an accurate and robust VaR estimate, it is essential to use adequate modeling of the condi-
tional volatility dynamics of financial returns, which often exhibit features such as heteroskedasticity,
leptokurtosis, and asymmetry. With this in mind, in addition to the standard GARCH model, we
have chosen a GJR-GARCH type conditional volatility structure, which captures the leverage effect,
i.e. the tendency of bad news to increase volatility more than good news.

This choice is justified by the asymmetrical nature of financial returns, particularly in equity
markets such as the Euro Stoxx 50, where negative shocks have a disproportionate impact on condi-
tional variance. In addition to the dynamic specification of the model, it is imperative to choose an
appropriate conditional distribution to model process innovations. Although the normal distribution
is a classic choice, it tends to underestimate extreme events due to its thin tails. To overcome this
limitation, we explored other fat-tailed distributions and settled on the Student distribution.
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Figure 8: QQ-plot of Euro Stoxx 50 errors distribution

This choice is motivated by the empirical characteristics observed in the distribution of the Euro
Stoxx 50 returns, as shown by the statistics presented in table 1, which reveal strong kurtosis and
marked asymmetry. These properties are also confirmed by the quantile-quantile plot (QQ plot)
illustrated in figure 8, which shows notable deviations from normality, especially in the tails of the
distribution. Thus, the adoption of the Student distribution in our GARCH (resp GJR-GARCH)
specification not only better captures extreme risks, but also improves the model’s fit to empirical
data. By combining flexible modeling of conditional volatility with a more realistic distribution of
returns, our approach aims to provide more accurate VaR estimates that are better adapted to real
market conditions.

The analysis of the Value-at-Risk (VaR) models presented in tables 6, 7, and 8 highlights the
superior performance of the Reinforcement Learning (RL)-based model, particularly when coupled
with the volatility structures GARCH and GJR-GARCH. In table 6, the statistical indicators show
that the RL model has better control over the extremes of the distribution, with lower skewness
and kurtosis values than the conventional models, indicating a more symmetrical and less leptokurtic
distribution. In the test sample, the VaR%/BRCH(a = 5%) model has a skewness of -2.048 and a
kurtosis of 8.613, significantly lower than the conventional versions, suggesting a better fit to the
empirical characteristics of financial returns.

Model Version Min Median Mean Std  Skewness Kurtosis Max Model Version Min Median Mean Std  Skewness Kurtosis Max
Original | -0.136  -0.013 -0.016 0.012 5101 35.265 -0.005 Original | -0.059  -0.015 -0.017 0.005 2588 13231 -0.008

VaRGARCH (o = 5%) | TCN -0.129  -0.010 -0.014 0.012 -4.747  31.630 -0.004 VaRGARCH (o = 5%) | TCN -0.071  -0.014 -0.015 0.007 -2.118 9.694 -0.005
RL -0.138  -0.010 -0.014 0.011 -4.929  36.258 -0.004 RL -0.069  -0.013 -0.015 0.006 -2.048 8.613  -0.005
Original | -0.148  -0.013 -0.016 0.012 55436 40.562 -0.005 Original | -0.054  -0.015 -0.017 0.006 -2.033 6.564 -0.007

VaR%®(a = 5%) TCN -0.141  -0.010 -0.014 0.012 -4.891  35.097 -0.004 VaR%R(a = 5%) TCN -0.065  -0.014 -0.016 0.008 -1.759 5142 -0.005
RL -0.137  -0.011 -0.014 0.012 -5.002 38121 -0.004 RL -0.057  -0.013 -0.015 0.007 -1.757 4732 -0.005
Original | -0.194  -0.022 -0.027 0.018 4481 27.036 -0.011 Original | -0.097  -0.026 -0.028 0.008 2485 11.885 -0.014

VaRGARCH (q = 1%) | TCN -0.190  -0.017 -0.024 0.018 -4.280 25984 -0.008 VaRGARCH (q = 1%) | TCN -0.116  -0.024 -0.026 0.011 -2.031 8.645 -0.010
RL -0.205  -0.017 -0.023 0.018 -4.402 29152 -0.008 RL -0.116 <0022 -0.025 0.010 -2.058 8.783  -0.010
Original | -0.215  -0.021 -0.027 0.019 “4772° 31483 -0.010 Original | -0.083  -0.026 -0.028 0.009 -1.997 6.015 -0.013

VaR%®(a = 1%) TCN -0210  -0.017 -0.024 0.019 -4.350 28127 -0.007 VaR%R(a = 1%) TCN -0.100  -0.023 -0.026 0.013 -1.723 4754 -0.010
RL 0204 -0.018 -0.023 0.019 <4534 30.670 -0.007 RL -0.096  -0.022 -0.025 0.011 -1.773 4.874 -0.010
(a) On validation sample (b) On testing sample

Table 6: Statistical indicators for VaR models

In addition, the medians and means of the VaR series under LR are more conservative, reflecting
a conservative estimate of risk, essential for robust risk management decisions. The results in table
7 (Christoffersen test) (Christoffersen, 1998) confirm the statistical validity of the RL model. Unlike
conventional (original) models, which are systematically rejected (p-value < 5%), the RL model is
accepted in all configurations, in the validation or test sample, and for confidence levels of 5% and
1%. The Christoffersen test, which verifies the correct calibration of VaR violations, thus validates
the ability of the RL model to provide forecasts consistent with observed returns.
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Model Version | Expected Actual Test Test, Test Decision Model Version | Expected Actual Test, Test Test, Decision
violations  violations statistic critical value p-value violations violations statistic critical value p-value
Original 50 73 0.0368 | Reject Ho Original 50 64 3.8414 0.0587 | Accept Ho
VaRGARCH (o = 5%) | TCN 50 72 0.0032 | Reject Hy | | VaRGARCH (o = 5%) | TCN 50 47 3.8414 0.6193 | Accept Ho
RL 50 52 0.9310 | Accept Ho RL 50 52 3.8414 0.9310 | Accept Ho
Original 50 68 5.8507 0.0154 | Reject Ho Original 50 64 3.8414 0.0587 | Accept Ho
VaR% (o = 5%) TCN 50 72 8.6521 0.0032 | Reject Hy VaR% (o = 5%) TCN 50 52 0.0529 3.8414 0.8180 | Accept Hy
RL 50 53 0.4234 0.5002 | Accept Ho RL 50 55 0.4297 3.8414 0.5121 | Accept Hg
Original 10 19 6.3276 0.0118 | Reject Hy Original 10 13 0.7828 38414 0.3762 | Accept Ho
VaRGARCH (o = 1%) | TCN 10 25 13.9951 0.0002 | Reject Ho | | VaRGARCH (o = 1%) | TCN 10 13 0.7828 3.8414 0.3762 | Accept Hy
RL 10 12 0.8288 0.3856 | Accept Ho RL 10 11 0.0823 3.8414 0.7741 | Accept Ho
Original 10 19 6.3276 0.0118 | Reject Hy Original 10 12 0.3481 3.8414 0.5551 | Accept Hy
VaR R (a = 1%) TCN 10 24 13.9951 0.0002 | Reject Hy | | VaRS/R(a =1%) TCN 10 10 0.0006 3.8414 0.9797 | Accept Hy
RL 10 11 0.0824 3.8414 0.7741 | Accept Ho RL 10 11 0.0824 3.8414 0.7741 | Accept Ho
(a) On validation sample (b) On testing sample
Table 7: Christoffersen test of VaR models

Model Version | Test statistic Test critical value Test p-value | Decision Model Version | Test statistic Test critical value Test p-value | Decision
Original 13.4338 5.9914 0.0012 Reject Hy Original 4.5021 5.9914 0.1052 Accept Hy
VaRGARCH (o = 5%) | TCN 10.2577 5.9914 0.0059 Reject Ho | | VaRGARCH (o = 5%) | TCN 0.2660 5.9914 0.8754 Accept, Hy
RL 7.6298 5.9914 0.0320 Reject Hy RL 1.3806 5.9914 0.5014 Accept Hy
Original 5.9509 5.9914 0.0510 Accept Hy Original 3.5735 5.9914 0.1675 Accept Hy
VaR% R (a = 5%) TCN 10.2577 5.9914 0.0059 Reject Hy | | VaRG R (a = 5%) TCN 0.2643 5.9914 0.8761 Accept Hy
RL 5.9593 5.9914 0.0510 Accept Hy RL 2.3948 5.9914 0.3019 Accept Hy
Original 7.0584 5.9914 0.02932 | Reject Hy Original 1.1229 5.9914 0.5703 Accept Hy
VaRCGARCH (o = 1%) | TCN 16.0076 5.9914 0.0003 Reject Hy | | VaRGARCH (o = 1%) | TCN 1.1229 5.9914 0.5703 Accept Hy
RL 4.5624 5.9914 0.1021 Accept Hy RL 4.5624 5.9914 0.1021 Accept Hy
Original 0.9907 5.9914 0.6093 Accept Hy Original 0.6376 5.9914 0.7270 Accept Hy
VaR% R (a =1%) TCN 15.1671 5.9914 0.0005 Reject Hy VaR% R (a =1%) TCN 0.2012 5.9914 0.9042 Accept Hy
RL 3.4969 5.9914 0.1740 Accept Hy RL 0.3253 5.9914 0.8498 Accept Hy

(a) On validation sample (b) On testing sample

Table 8: Kupiec test of VaR models

The TCN model also achieves satisfactory results in the test sample, but less systematically than
in RL, particularly in terms of stability on the validation sample. This performance is reinforced by
the results of table 8 (Kupiec test)(Kupiec et al., 1995), which evaluates the suitability of the number
of violations with the expected frequency. Once again, the RL models pass all the tests on the test
sample, with p-values well above the critical threshold 5%. This shows that violations are neither too
frequent nor too rare and that they do not present a systematic bias.

The RL model is particularly notable in the VaREARCH (¢ = 1%) and VaR%®(a = 1%) config-
urations, where it outperforms both the original models and the TCN model. All in all, these results
highlight the robustness and accuracy of the RL model, which not only captures market dynamics
more realistically through its VaR forecasts, but also meets the rigorous requirements of backtesting
tests. The TCN model, while effective in some cases, lags slightly behind in terms of inter-sample
stability and overall consistency. RL is therefore the most reliable and efficient model for forecasting
extreme risk in volatile financial environments.

4 Discussions

The intrinsic aim of the Value-at-Risk (VaR) model proposed in this study is to correct the recurring
biases of traditional models such as GARCH and GJR-GARCH, in particular their tendency to
over- or underestimate risk. These models, while robust in their mathematical formulation, have
limitations in their ability to adapt dynamically to changing market regimes. These forecasting biases
have significant implications for financial institutions, particularly in terms of capital requirements,
portfolio management, and regulatory compliance. The use of machine learning, via architectures
such as temporal convolutional networks (TCN) and reinforcement learning (RL), aims to dynamically
adjust VaR forecasts according to predictive signals from the financial markets, thus improving the
model’s sensitivity to real variations in risk. More precisely, the VaR regulation mechanism is based on
two parameters, by and bo, which modulate, respectively, the reductions and increases in the initially
calculated VaR. In the absence of a universally recognized analytical criterion for their determination,
these coefficients were selected by a sensitivity analysis performed on the calibration sample, combined
with a rationale for prudent risk management.
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Figure 9: Confusion matrices for RL and TCN models

The chosen values, b = 0.30 and by = 0.20, reflect a desire to penalize false alarms (risk overes-
timates) more heavily, while maintaining reinforced hedging in the event of risk underestimation by
conventional models. Thus, when the classifier anticipates a ’low risk’, the VaR is reduced by 30%,
reflecting a unnecessarily tied capital release. In contrast, in the event of high risk, VaR increases by
20%, strengthening prudence in potentially critical periods.

However, the effectiveness of this system depends on the accuracy of the classifier’s predictions.
The confusion matrices in figure 9 show that the TCN and RL models significantly outperform the
other learning models tested. The RL model achieved a high number of good classifications, allowing
675 and 597 justified VaR reductions in the validation and test samples, respectively. At the same
time, the TCN model allowed VaR to increase 167 and 203 times, helping to avoid potential breaches
of the VaR threshold. These dynamic adjustments result in a better allocation of economic capital,
reducing capital requirements without compromising the robustness of risk hedging.

Although some prediction errors remain, notably with the TCN model, which shows a slight
increase in the number of VaR violations, these errors have not led to any major failures in risk
hedging, as attested by the satisfactory results of backtesting tests (Christoffersen and Kupiec tests).
This finding justifies the exclusion of the other machine learning models, which perform less well in
classification (see Figures A1l and A2), in the rest of the analysis. Thus, the integration of intelligent
classification modules into the VaR calculation process not only makes it possible to refine risk
estimates, but above all, to flexibly adapt capital requirements to market conditions.
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Figure 10: Prediction of risk levels

The proposed model, based on the robust predictions of the TCN and RL classifiers, demonstrates
an ability to reconcile statistical rigor and economic efficiency, making it a significant advance in the
field of dynamic financial risk management.

The validation and test samples cover the periods from July 7, 2016 to February 3, 2021 and
February 4, 2021 to March 13, 2025 respectively, each with 1008 observations corresponding to four
years of trading days. These two subperiods, although distinct, share a common feature: high insta-
bility in financial markets linked to major exogenous shocks.

The first sample comes at a time of extreme uncertainty marked by the Brexit referendum and,
above all, the global health crisis linked to COVID-19. These events profoundly disrupted market dy-
namics, introducing sudden jumps in volatility, trend breaks, and an increased frequency of systemic
shocks. In such an environment, the predictive performance of traditional econometric models, such
as GARCH or GJR-GARCH, is often limited by their rigid structure and dependence on stationarity
assumptions.

The second sample, although in a post-COVID recovery phase, was nonetheless marked by new
sources of instability. Global inflationary pressures, prolonged supply chain disruptions, and Russia’s
invasion of Ukraine were all major exogenous shocks that increased uncertainty in European mar-
kets. These events generated persistent volatility, often marked by sudden alternations between calm
phases and episodes of extreme turbulence.

It is precisely in this context that deep learning models such as the Temporal Convolutional
Network (TCN) and the Deep Double Q-Learning Network (DDQN), which is our RL model, show
their full potential. TCN, with its ability to capture long-term dependencies via dilated causal
convolutions, excels at modeling complex, nonlinear temporal structures. This architecture enables a
hierarchical representation of financial signals, offering a better adaptation to the fluctuating volatility
regimes characteristic of crisis markets (see Pokou et al., 2024b).
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By effectively capturing latent patterns, TCN offers more robust Value-at-Risk (VaR) prediction,
reducing under- or overestimation errors. In this context, the adaptive structure of DDQN is particu-
larly relevant. Unlike purely statistical models, DDQN is based on active learning through interaction
with the financial environment. By defining a reward function that incorporates forecast errors and
VaR violations, the model dynamically adjusts risk levels, thus anticipating market reversals more
effectively. Its ability to dissociate evaluation and target networks also stabilizes learning and avoids
overfitting, significantly improving the robustness of the decisions made.

The ability of these models to integrate temporal heterogeneity and risk asymmetry gives them a
decisive edge in forecasting extreme measures such as VaR. Their structural flexibility, their ability
to capture alternating volatility regimes, and their adaptive learning capacity make them the tools of
choice for risk management in ever-changing financial environments, as shown in figure 10.

70 T
° Sample | Model GARCH TCN RL
50 g GARCH 95% 73 72 52
.én © Z GJR 95% 68 72 53
2 % GARCH 99% 19 25 12
30 > GJR 99% 13 13 11
" " GARCH 95% 64 47 52
l £ | GIR95% 64 52 55
10 § GARCH 99% 13 13 11
GARCH ToN RL GJR 99% 12 10 11

Figure 11: Boxplots of VaR violation Table 9: VaR violation

The empirical results of the backtesting, presented in Tables 7 and 8, confirm these strengths:
The TCN and DDQN models almost systematically meet the specified confidence thresholds (95%
and 99%), while satisfying the Kupiec (unconditional coverage) and Christoffersen (independence of
violations) tests. These results illustrate the superiority of machine learning-based approaches, par-
ticularly in periods of structurally unstable volatility.

To assess the robustness of the different VaR forecasting models, table 4 summarizes the number
of violations observed for all the approaches tested, whether traditional models (GARCH, GJR-
GARCH) or machine learning methods (notably TCN and RL), taking into account both the two
volatility structures considered and the usual risk thresholds (1% and 5%). This table highlights
the differential performance of the models in terms of hedging accuracy, in particular their ability to
minimize occurrences of theoretical VaR overshoot. These empirical results are visually confirmed by
the violation distributions shown as boxplots in figure 4. However, to go beyond a simple descriptive
analysis and guarantee the statistical validity of the observed deviations, a nonparametric Wilcoxon
test was applied. The results, presented in table 10, confirm that the RL model shows a significantly
lower average number of violations than all other models, at a significance level of 5%.

Test hypotheses Test indicators | TCN vs GARCH | RL vs GARCH | TCN vs RL
Test statistic 12 0.0 8
P-value 0.3997 0.0039 0.0976

Ho: p1=po vs Hy: oy < po

Table 10: Equality test for VaR violation means

With a p-value of 0.0039, we have strong statistical evidence to conclude that the reinforcement
learning (RL) model generates significantly fewer Value-at-Risk (VaR) violations than the GARCH
model, under equivalent conditions of volatility and risk thresholds. This result indicates a better
performance of the RL model in terms of extreme risk management, which can be interpreted as a
greater ability to anticipate and limit exceptional losses. Compared to the TCN (Temporal Convo-
lutional Network) model, the RL model also tends to produce a lower number of violations, but the
difference does not reach the conventional statistical significance threshold of 5%.
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GARCH GJR-GARCH GARCH GJR-GARCH

« Ind stat TCN RL TCN RL « Ind stat TCN RL TCN RL
5% statistic 243568 228198 241408 235833 5% statistic 234618 226652 220530 235833
0 p-value  0.1236  0.0136  0.08212 0.02308 0 p-value  0.01678 0.0014 0.0001 0.02308
1% statistic 252784 238663 241376 236536 1% statistic 237250 236431 238642 238250
0 p-value  0.4362 0.04572 0.08159  0.0436 ¢ p-value 0.03284 0.02685 0.0455 0.04159

(a) On validation sample

Table 11: Mann-Whitney test between distributions of VaR;;1(«) and VaRjz (<)

From the point of view of efficient regulatory capital management, it is essential that Value-at-Risk
(VaR) models are not only accurate in terms of covering extreme losses but also conservative without
being excessively penalizing. In particular, this means that, where market conditions allow, proposed
models should produce less stringent VaR estimates while maintaining an acceptable frequency of

violation.

In other words, a high-performance model is one that reduces capital requirements while respecting
regulatory risk thresholds. In order to assess the ability of machine learning models to meet this
objective, we compared the distribution of VaR values generated by the TCN and RL models to
those derived from traditional conditional volatility-based models, such as GARCH and GJR-GARCH.
More specifically, Figures 12 and 13 superimpose the empirical distributions of the VaR;41(«) values
derived from a GJR-GARCH model with those of the values predicted, respectively, by the TCN and

RL models, for the risk thresholds o = 5% and a = 1%.
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Figure 13: Comparison of VaR distributions with a GJR-GARCH volatility process on the testing
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A visual inspection of these distributions shows that, in the majority of cases, the distributions
resulting from machine learning models are shifted to the right, i.e. their values are less negative in
comparison with traditional models. This shift suggests a potential reduction in the capital required
to cover extreme losses. To statistically confirm this observation, we use the nonparametric Mann-
Whitney test (Mann and Whitney, 1947), which tests the hypothesis that the median of the VaR
distribution of machine learning models is higher than that from the GARCH or GJR-GARCH models.

The choice of the median, rather than the mean, is justified by its robustness to extreme values,
particularly frequent in the left tail of financial return distributions. In our case, given that all VaR
values are negative, a less negative median (i.e. higher in absolute value) implies a lower capital
allocation, provided hedging remains sufficient. The test results, presented in table 11, confirm that
the medians of the VaRpy(«) distributions are statistically superior to those of the GARCH-type
models, for both samples (validation and test), regardless of the risk threshold (1% or 5%) and the
volatility specification used.

In contrast, the results for the TCN model show that its performance is more nuanced. In the
validation sample, only one configuration (5% GARCH) leads to a significant difference in the me-
dian. However, in the test sample, the differences are significant at all thresholds and for both
types of volatility model, but with a smaller magnitude than that observed for the RL. These results
suggest that not only are deep learning models in particular the reinforcement model (RL) able to
better anticipate VaR violations, but they also do so in a more capital-efficient way. This reinforces
their relevance for dynamic risk management, where adaptability to the market environment is crucial.

The financial crisis of 2007-2009 highlighted the many weaknesses in the risk management models
used by financial institutions, particularly those based on Value-at-Risk (VaR), which had proved
insufficient to anticipate or absorb extreme events. In response, the Basel Committee on Banking
Supervision undertook a series of major reforms (Supervision, 2011, 2012; on Banking Supervision,
2017), known as Basel III, one of the most notable of which was the gradual replacement of VaR
by a new, more conservative and robust risk measure. Expected Shortfall (ES). Unlike VaR, which
evaluates the maximum potential loss at a certain confidence level without providing information on
losses beyond this threshold, Expected Shortfall measures the conditional average loss in the event of
VaR being exceeded. Mathematically, it is expressed as follows:

ESt+1(Oé) = E[Tt+1 ‘ Tl < V&Rt+1(a)]

In other words, the expected shortfall is directly related to VaR insofar as it is based on knowledge
of the latter. Thus, building a robust VaR model remains an essential prerequisite to estimating the
expected shortfall, especially when modeling distribution tails in a context of strong asymmetries and
conditional volatility. In this sense, even if VaR is no longer a central regulatory measure, it remains
a fundamental component of the risk calculation chain. In this context, our approach is fully in line
with current risk management concerns.

Indeed, we propose VaR estimation using deep learning models, notably the Temporal Convolu-
tional Network (TCN) and Reinforcement Learning (RL) architectures, capable of better capturing
the complex temporal dynamics of financial series. These models differ from traditional parametric
approaches in their ability to incorporate a large historical memory, to learn about nonlinear rela-
tionships between variables, and to adapt to changing market regimes.

The use of TCN, for example, enables efficient handling of long-time dependencies while retaining
a convolutional structure that facilitates parallelization and speeds up training compared to conven-
tional RNNs. As for the RL model, it introduces a dynamic optimization dimension, by learning
a policy that maximizes a reward associated with the correct VaR estimate, which is particularly
relevant in an active risk management framework.
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However, these models also have certain limitations. Their implementation requires a relatively
long calibration phase, high sensitivity to hyperparameters, and advanced algorithmic expertise. In
addition, their interpretability may be less than that of traditional models, which can be a hindrance
in regulatory contexts that require a clear justification for decisions. These considerations, while
essential from an operational perspective, will not be addressed in depth in the present work, which
focuses on the empirical evaluation of predictive performance. Ultimately, by proposing an improved
model of VaR, this work provides a solid basis for estimating Expected Shortfall, while contributing
to contemporary debates on the integration of artificial intelligence techniques into risk management
systems. The relevance of VaR therefore remains intact, not only as a standalone tool but also as a
methodological foundation for more advanced measures in line with current regulatory standards.

5 Conclusion

This paper introduced a novel methodology for Value-at-Risk (VaR) estimation designed to reduce
both the number of risk violations and the capital reserves required for market risk coverage. The
core innovation lies in the dynamic adjustment of the VaR level based on a predictive classification
of return risk, allowing for more conservative thresholds during turbulent periods and less stringent
capital constraints during calmer market regimes. To achieve this, we reformulated the problem of
return forecasting into an imbalanced classification task a well-known challenge in financial time series
modeling due to the inherent asymmetry and rarity of extreme events.

Addressing this complexity, we leveraged the Double Deep Q-Network (DDQN), a reinforcement
learning algorithm grounded in deep learning architectures. Unlike traditional classifiers, DDQN
learns an optimal policy for decision making under uncertainty, enabling it to handle temporal de-
pendencies and adapt its classification strategy based on past prediction errors and changing market
conditions. Empirical results show that the VaR forecasts produced by our DDQN-based approach
consistently outperform those of benchmark models in terms of backtest performance and capital
efficiency. Furthermore, the ability of the model to anticipate changes in market risk by learning
from its environment through reward-based feedback confers a strategic advantage in dynamic risk
management.

Our contribution is twofold. First, we advance the econometric literature on risk measures by
proposing an Al-enhanced VaR model capable of adaptive behavior in volatile financial environ-
ments. Second, we contribute to the broader field of data science by demonstrating the effectiveness
of reinforcement learning, and specifically DDQN, in solving imbalanced classification problems in
the context of financial time series.

Future work may explore the integration of alternative reinforcement learning paradigms and
further refine model calibration techniques to enhance interpretability and computational efficiency,
an important consideration, given the model’s parametric complexity and training time, which we
acknowledge as a limitation not addressed in the present study.
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A Confusion matrices
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Figure A1l: Confusion matrices for learning models
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Figure A2: Confusion matrices for learning models
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B Selected features

n? | Asset ID Informations

1 | AEX NAEX Index

2 | CAC 40 AFCHI Index

3 | DAX AGDAXI Index

4 | Euro Stoxx 50 ASTOXX50E Index

5 | Brent Crude Oil Last Day BZ=F Commodity

6 | EURO/USD EURUSD=X Currency

7 | EURO/GBP EURGBP=X Currency

8 | SPDR EURO STOXX 50 ETF FEZ ETF

9 | Bollinger Bands BB upper & BB lower Technical trading indicator
10 | Relative Strength Index RSI 14 Technical trading indicator
11 | Standard Moving Average SMA 5 & SMA 15 Technical trading indicator
12 | Exponentially Weighted Moving Average EMA 5 & EMA 15 Technical trading indicator
13 | Forecasting returns using GARCH model ASTOXX50E mu GARCH Econometric indicators

14 | Forecasting volatility using GARCH model ASTOXX50E sig GARCH Econometric indicators

15 | Forecasting volatility using GJR6GARCH model ASTOXX50E sig gjr-GARCH | Econometric indicators

16 | Forecasting VaR using GARCH model ASTOXX50E VaR GARCH Econometric indicators

17 | Forecasting VaR using GJR-GARCH model ASTOXX50E VaR gjr-GARCH | Econometric indicators

18 | SMA strategy trading positions Signal 1 Technical trading indicator
19 | EMA strategy trading positions Signal 2 Technical trading indicator
20 | BB strategy trading positions Signal 3 Technical trading indicator
21 | Forecasting risk level of returns with ARIMA model | ARIMA indicator Class prediction

Table B1: Selected features
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